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Produženi izvod na srpskom
jeziku
Mašinsko učenje je jedna od grana nauke koje se trenutno najbrže razvijaju. Do
sada je ostavila veliki trag na telekomunikacije, industriju automobila, reklamiranje, mehanizme internet pretrage i mnoge druge sfere ljudske delatnosti. Do
sada njen pun potencijal u biosistemima nije iskorišćen i očekuje se da će tek u
godinama koje slede doneti velike promene u istraživanju i praksi u ovoj oblasti,
a posebno u poljoprivredi. U ovoj tezi su izloženi inovativni pristupi planiranju
koje se smatra ”svetim gralom poljoprivrede”, a predloženi su i konkretni načini
na koje se proizvodnja može poboljšati da bi se odgovorilo na zahteve rastućeg
broja stanovnika Zemlje.
Precizna poljoprivreda je moderna paradigma koja se odnosi na ”poljoprivrednu
praksu koncipiranu na posmatranju, merenju i odgovaranju na varijabilnost medu
usevima unutar jedne ili izmedu različitih njiva” [37]. Njen moto je ”proizvoditi
više hrane uz manje resursa”. Korišćenjem visokih tehnologija, poput satelitskih
slika, dronova, sondi za elektroprovodljivost zemljišta, robota i traktora i kombajna sa GPS-om dobijaju se korisne informacije i odluke se donose na visokoj
rezoluciji. Ovo je relativno nov koncept koji su omogućila poslednja saznanja u
oblasti mašinskog učenja (MU).
Postoji mnoštvo primera uspešne primene MU u poljoprivredi. Medu njima
su satelitska klasifikacija useva, gde se vremenske serije piksela klasifikuju u kategorije poput pšenice, soje i kukuruza, zatim fenotipizacija visokih performansi,
gde se obradom 3D modela biljaka i njihovih tragova u hiperspektralnom i termalnom domenu dobijaju nove informacije o njima i povezuju genotipske sa fenotipskim karakteristikama, a tu su i detekcija stresa, odnosno pojave biljnih bolesti i
nedostatka vode i hranljivih materija. Ono što je zajedničko svim primerima jeste
da je MU osnova sistema za podršku u odlučivanju i na osnovu njega se definiše
optimalna strategija za logistiku; vreme, količinu i tip agrohemije koji treba da
se primeni; količini prostora potrebnoj za skladištenje poljoprivrednih proizvoda
i dr.
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Predikcija prinosa

Predikcija prinosa je veoma bitan element u poljoprivrednoj proizvodnji, jer korisniku govori o ishodu odluka koje donosi. Prinos je moguće predikovati na
osnovu obrade satelitskih vegetacijskih indeksa [95, 96], fizičkih i morfoloških
svojstava biljaka [99, 100] i vremenskih karakteristika [102, 103, 104]. Medutim,
ove metode se ne mogu primeniti kod problema odabira odgovarajuće sorte za
njivu, jer nijedno od ovih ulaznih obeležja nije dostupno pre setve. Stoga je razvijena nova metoda regresije. Podaci koji su bili dostupni se odnose na parametre
zemljišta (mehanički sastav, količina organske materije, pH vrednost i dr), regionalni statistički parametri i prinosi. Metoda MU zove se ”metod težinskih
histograma”, a razvijena je za odabir odgovarajuće sorte soje na osnovu skupa
podataka od nekoliko desetina hiljada uzoraka.
Polazna tačka ovog algoritma je da je poljoprivreda deterministički sistem, tj.
na dve njive sa istim uslovima će jedna sorta dati isti prinas. Relaksacija ovog
stanovišta bila bi da će na njivama sa sličnim uslovima sorta soje imati sličan
prinos, a sličnost je definisana preko sličnosti medu pojedinačnih obeležja. U
primeru na Slici 32 je pet njiva u skupu za obuku i jedna njiva za evaluaciju.

Slika 1: Primer skupa podataka za regresiju težinskim histogramima

Njive iz skupa za obuku glasaju za prinos na njivi za evaluaciju, ali su glasovi
svake njive skalirani u odnosu na sličnost obeležja svake njive sa obeležjima evaluacione njive. Za svako obeležje se zatim formira histogram, kao na Slici 20.
Predikovan prinos na osnovu jednog obeležja se dobija kao očekivana vrednost
ovog histograma. Postupak se ponavlja za svako obeležje i konačna predikcija je
definisana kao prosek predikcija po obeležju. Osim klasičnog proseka moguće je
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Slika 2: Težinski histogram.

Classification method
k-NN
Linear regression
ANN
Random Forest
SVM
equ-WHR
con-WHR
unc-WHR

RMSE
14.674
11.201
29.159
13.102
11.423
10.446
10.198
9.313

Mean absolute error
11.863
9.005
23.050
10.479
9.140
8.374
8.216
7.365

Correlation coefficient
20.26%
26.09%
11.00%
25.31%
23.19%
20.36%
20.86%
41.71%

Tabela 1: Poredenje metoda regresije.

uzeti i težinski prosek sa težinama optimizovanim konveksnom optimizacijom. U
Tabeli 18 se nalaze rezultati ove metode u poredenju sa konkurencijom.
Najbolje se pokazala varijanta težinskih histograma (WHR) sa težinama u
proseku optimizovanim bez ograničenja.

2

Pametan odabir semena

Na osnovu predikovanih prinosa bilo je potrebno odabrati jednu ili više sorti za
njivu sa odredenim karakteristikama. Najjednostavnije rešenje bilo bi posejati
najperspektivniju sortu na celoj njivi, ali postoje i pametnije strategije. Sorte
sa najvećim prinosom su po pravilu i najrizičnije, jer u uslovima koji nisu optimalni daju nezavidne prinose. Stoga je osim maksimizacije prinosa potrebno i
minimizovati rizik. Dobra strategija je sprovesti disperziju rizika i posejati više
sorti soje na njivi, tako da i u slučaju da jedna sorta podbaci, ostale sorte to

iii
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kompenzuju svojim prinosom. Problem nalaženja kompromisa izmedu profita i
rizika je matematički definisan teorijom optimizacije portfolija. Ova teorija je u
originalnom obliku razvijena za disperziju rizika kod investicija na berzi, 1950-ih
godina u SAD [136], a za nju je Hari Markovic dobio i Nobelovu nagradu 1990.
Za optimizaciju portfolija su potrebna dva ulaza. Prvi čine profiti različitih
investicija. U ovom slučaju to su prinosi, ali je za razliku od istorijskih proseka
prinosa svake sorte koji se uzimaju u tradicionalnoj varijanti, u ovoj tezi uzeta
predikcija prinosa sorti, kao tačniji metod za opis sistema u narednoj poljoprivrednoj sezoni. Drugi ulaz koji ovaj optimizacioni algoritam zahteva je kovarijansna
matrica izmedu različitih sorti. Ona služi kako bi se pronašle sorte čiji su prinosi
dekorelisani. Na ovaj način će se u skupu sorti koje se seju na jednoj njivi naći
npr. i sorte kojima odgovara sušno vreme i one kojima odgovara veća količina
padavina. Tako će u slučaju ekstremnih uslova (bilo suše ili kiše) jedna sorta
možda imati nizak prinos, ali nikada obe odjednom. Rezulatat optimizacije portfolija je grafik poput primera datog na Slici 25, a rezultati odabira sorti putem
optimizacije portfolija dati su u Tabeli 14.

Slika 3: Optimalan portfolio sastoji se iz podvučenih sorti.

Na ovoj slici su predstavljene različite sorte soje, čije koordinate su odredene
predikovanom visinom prinosa i varijansom prinosa, odnosno rizikom. Na plavoj
krivoj se nalaze Pareto-optimalna rešenja, odnosno sva ona rešenja kod kojih nije
moguće povećati prinos bez povećanja rizika. Kako su sva ova rešenja ravnopravna, ispitana je optimalna vrednost rizika (PYT) koju farmer treba da prihvati da bi u proseku imao najbolji prinos. Postavljanje PYT-a na nisku vrednost
značilo bi konstantan odabir portfolija sa niskim rizikom ali i niskim prinosom.
Sa druge strane postavljanje PYT-a na previsoku vrednost (blizu 100 %) značilo
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Slika 4: Poboljšanje prinosa u odnosu na ciljanu vrednost prinosa portfolija.

bi da se umesto portfolija sorti najčešće odabira samo ona najperspektivnija, što
je veoma rizična strategija i na duge staze ne daje zadovoljavajuće rezultate (Slika
27). Odabir krajnje desne tačke (100 %) upravo daje vrednost poboljšanja bez
optimizacije portfolija (0.31 %).
Za optimalan portfolio iz primera, proporcija sorti je data u Tabeli 12.
Sorta
v33
v95
v170
v177
v179

Procenat
10.97%
10.98%
45.98%
14.31%
17.76%

Tabela 2: Udeo sorti u portfoliju.

Najveće poboljšanje
Najveće smanjenje
Prosečno poboljšanje
Procenat njiva na kojima je povećan prinos

23.02%
-8.18%
4.87%
82.86%

Tabela 3: Rezultati optimizacije portfolija.
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Optimizacija lanca nabavke

Za razliku od prethodnog poglavlja gde je cilj bio optimizovati problem odabira semena iz perspektive poljoprivrednika, u ovom poglavlju je izložen metod
optimizacije distribucije semena. Informacija o potrebi za semenom je veoma
značajna za prodavnice jer na osnovu nje sprovode nabavku. Previše semena koje
ne mogu da prodaju predstavlja nepotrebno velik trošak i ostavlja prodavca sa
količinom proizvoda koju ne mogu da prodaju i koja zauzima mesto u magacinu.
Sa druge strane, nedovoljna količina proizvoda na lageru znači da prodavci neće
moći da odgovore na potrebe tržišta i propustiće priliku da zarade. Potreba za
različitim sortama je procenjena na osnovu zemljišnih i vremenskih karakteristika
na Srednjem Zapadu SAD.
Sindženta je takmičarima dostavila dva skupa podataka. Eksperimentalni i
regionalni skup. U eksperimentalnom su se nalazili podaci o 174 sorte soje i
njihovim performansama pod različitim vremenskim i zemljišnim uslovima. Sastojao se od 82.000 merenja načinjenih izmedu 2009. i 2015. na 205 njiva u SAD
i namenjen je testiranju algoritama. Regionalni skup podataka je sadržao informacije o regionu od interesa (Srednjem Zapadu) na nivou podregiona veličine 36
kvadratnih milja. Vremenski podaci su bili dostupni za 15 godina izmedu 2001.
i 2015.
Za predikciju prinosa su isprobani trenutno najaktuelniji algoritmi: random
forest, metoda potpornih vektora, k najbližih suseda, neuronske mreže, ali i metod
predložen u ovoj tezi, koji je na ovom skupu podataka imao za nijansu slabije
performanse od random foresta.
Tokom godina se parametri zemljišta neuporedivo sporije menjaju od vremenskih parametara koji su različiti svake godine. Zbog toga je vreme uzeto
kao glavni izvor rizika u proizvodnji soje. Drugi izvori rizika predstavljaju biljne
bolesti i štetočine, promenljiv budžet poljoprivrednika za agrotehničke operacije i
efikasnost poljoprivrednih mašina, ali ovi aspekti nisu uzeti u obzir. Vremenski uslovi mogu da se shvate i kao realizacije klime, koja je u ovom slučaju
slučajna promenljiva. U tom slučaju su vremenski uslovi u jednoj godini realizacije slučajne promenljive. Pretpostavke su sledeće:
1. Ne postoji nijedan drugi vremenski scenario osim 15 koji se nalaze u regionalnom skupu podataka.
2. Svih 15 scenarija je jednako verovatno u narednoj godini..
Predikcioni model je obučen na skupu podataka koji je uključivao vremenska
obeležja, a prinos je na predikovan u svih 15 vremenskih scenarija i uprosečen.
Prinosi u različitim vremenskim scenarijima poslužili su i za računanje kovarijansne matrice potrebne za dalju optimizaciju portfolija. Naime, pretpostavljeno
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je da poljoprivrednici pri izboru semena zaista donose optimalne odluke, a za
ciljani nivo prinosa, odnosno rizika uzet je statistički parametar ”indeks produktivnosti”. Logika koja je iza ovoga je da je na njivama sa visokim nivoom
produktivnosti moguće više rizikovati, jer na dobrom zemljištu većina sorti dobro
uspeva, dok je na lošem zemljištu mnogo lakše napraviti pogrešnu odluku i time
je potrebno manje rizikovati. Na osnovu ovoga moguće je predikovati potrebu
za različitim sortama, a u skladu sa pravilima Izazova za useve, broj sorti je
ograničen na 4 i generisana je mapa na Slici 43.
Možda i najznačajniji rezultat istraživanja je sledeći. Postoje tri strategije
za odabir semena za čitav region Srednjeg Zapada. Prva je da u svakom podregionu poljoprivrednici biraju najperspektivniju sortu. Druga je da se u svakom
podregionu biraju sorte na osnovu indeksa produktivnosti, dok je treća da se optimizacija portfolija sprovede na celom regionu. Rezultati prikazani na Tabeli 21
govore da bi prinos bio za skoro 10 % veći u celom regionu ukoliko bi se odluke
donosile centralizovano. U ovom slučaju bi prinos na nekim njivama bio izuzetno
nizak, ali bi ostale njive kompenzovale ove gubitke i ukupno dale zavidne rezultate. Ovo je moguće sprovesti ili kroz organizovanje poljoprivrednika u zadruge
sa ogromnim brojem članova ili kroz polise osiguranja.
Tabela 4: Poredenje metoda za selekciju sorti

Metod
Odabir najbolje sorte
Optimizacija portfolija sa lokalnim PI
Optimizacija portfolija sa globalnim PI

4

Poboljšanje
6.72%
7.91%
9.53%

Rizik
7.52
7.60
7.96

Planiranje setvene strukture

Planiranje setvene strukture je jedan od najvažnijih problema u poljoprivrednoj
proizvodnji sa kojima se proizvodači susreću svake godine. Naime, potrebno je
odabrati kulturu koja će se sejati na svakoj njivi naredne sezone. Ukoliko se
ograničimo na 5 osnovnih kultura koje se seju u Vojvodini, broj kombinacija je
5n , gde je n broj njiva. Kompanija koja je podelila podatke sa autorom ima 70
njiva u posedu, a za nju je broj mogućih setvenih struktura jednak broju atoma
u solarnom sistemu. Jedini način da se ovako veliki problem reši je upotreba evolutivnih algoritama. Ova klasa algoritama je zasnovana na globalnoj optimizaciji
populacije rešenja, istovremeno. Na ovaj način se očuvava diverzitet rešenja i
izbegava genetički drift, odnosno slučaj konvergencije algoritma u lokalnom optimumu iz kog nije moguće izaći.
Problem optimizacije setvene strukture mora da odgovori na broj suprotstavljenih funkcija cilja, medu kojima su:
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Slika 5: Regionalna distribucija potrebe za 4 najaktuelnije sorte soje.
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1. Maksimizacija profita.
2. Minimizacija upotrebe pesticida
3. Minimizacija upotrebe dubriva
4. Odgovaranje na zahteve plodoreda
5. Grupisanje njiva pod istom kulturom
6. Minimizacija rizika koji potiče od varijabilnih cena poljoprivrednih proizvoda
7. Minimizacija rizika koji potiče od varijabilnosti prinosa
Standardni evolutivni algoritmi mogu da daju rešenje sa dve ili tri funkcije
cilja, a za problem ove vrste je neophodno koristiti ”evolutivni algoritam sa
višestrukim funkcijama cilja”. Najpopularniji algoritam ovog tipa je danas NSGAIII. Ovaj algoritam radi tako što rešenja reda u Pareto frontove i bez izmena
prenosi onoliko frontova koliko je u celosti moguće preneti u narednu generaciju.
Iz poslednjeg fronta koji ceo nije moguće preneti se biraju ona rešenja koja maksimizuju diverzitet rešenja. Populacija dece se u svakoj generaciji formira od
roditeljske primenom dva osnovna genetska operatora - mutacijom i krosoverom.
Ovi operatori su do sada korišćeni samo u optimizacionim problemima sa promenljivama iz domena realnih brojeva. U ovoj disertaciji je izložena kategorička varijanta NSGA-III, zbog prirode problema u kom svaka promenljiva odreduje usev
koji se seje na njivi, a ne numeričku vrednost.
Mutacija unosi nasumičnost u optimizaciju i na taj način rešava problem
genetičkog drifta. Obično se vrednost samo jedne promenljive promeni u svakoj
iteraciji, što je dovoljno za očuvanje diverziteta. Mutacija je definisana preko
funkcije gustine verovatnoće koja je u slučaju NSGA-III polinomijalnog tipa a
strmost raspodele zavisi od paramtera ηm (Slika 52).
Kako se kategoričke za razliku od realnih promenljivih nalaze u višedimenzionom
prostoru (Slika 53), mutacija je data preko iste funkcije gustine verovatnoće, ali
su rezultujuće verovatnoće definisane udaljenošću od roditeljske kategorije.
Drugi genetski operator koji se koristi u NSGA-III je krosover. Krosover se
koristi kako bi se dobri geni raširili medu populacijom. U binarnom slučaju se
sprovodi tako što rešenje dobija deo vrednosti promenljivih od ”oca” i deo od
”majke”. Kod realnih promenljivih je krosover definisan preko funkcije gustine
verovatnoće postavljene izmedu roditeljskih promenljivih na odredenoj lokaciji,
gde vrhovi raspodele odgovaraju roditeljskim rešenjima, a gustina verovatnoće se
smanjuje sa udaljenošću od njih (Slika 45).
Isti princip je primenjen i u višedimenzionom slučaju kategoričkih promenljivih.
Raspodela korišćena u slučaju realnih promenljivih je primenjena na udaljenosti
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Slika 7: Kategorije u multiminezionom prostoru funkcija cilja.

izmedu roditeljskih i dečijih kategorija projektovanih na pravu koja spaja roditeljska
rešenja (Slika 55).
Rešenja iz poslednje iteracije evolutivnog algoritma su prikazana na grafiku
čije dimenzije označavaju profit, kumulativni rizik i uticaj na životnu sredinu
(zbir pesticida i dubriva). Zbog fenomena poznatog u psihologiji kao ”paradoks
izbora”, korisniku se najčešće ne nude sva Pareto-optimalna rešenja, već svega
nekoliko karakterističnih, jer ljudi po prirodi nisu vrsni donošenju odluka kada im
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je ponudeno previše izbora [192]. U ovom slučaju postoje 3 karakteristična rešenja
(Tabela 25)- maksimalni proft, minimalni rizik i maksimalni Šarpov količnik
(odnos izmedu profita i rizika).
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Slika 10: Karakteristična rešenja.
Tabela 5: Rezultati karakterističnih strategija.

Strategija
Maks. profit
Min. rizik
Šarpov količnik

5

Profit
+60,5 %
+33,4 %
+60,2 %

Rizik
-9,6 %
-15,2 %
-10,7 %

Zaključak

U ovoj disertaciji je pokazano nekoliko inovativnih primena mašinskog učenja u
poljoprivredi. Prvo je predložen novi regresioni algoritam opšte namene koji je
zasnovan na težinskim histogramima. Ovaj algoritam je primenjen za predikciju
prinosa sorti soje u različitim vremenskim i pedološkim uslovima, gde je imao
bolje performanse od konkurencije.
Izlaz predikcije prinosa je zatim iskorišćen u pametnom odabiru semena za
konkretne njive. U ovom segmentu je primenjena metoda optimizacije portfolija koja je prilagodena konkretnom problemu, a umesto istorijskih su korišćeni
predikovani prinosi. Rezultati govore da je na osnovu pametnog odabira semena
moguće povećati prinose za 5 % bez ikakvih dodatnih troškova, što ovu metodu
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čini najefikasnijom i ekološki najprihvatljivijom.
Osim optimizacije problema odabira semena iz perspektive poljoprivrednika,
rešen je i problem optimizacije lanca nabavke koji distributerima semena daje
optimalne količine semena koje trebaju da imaju na lageru kako bi odgovorili na
potrebe tržišta. Rezultat ovog dela istraživanja su mape sa potrebnim količinama
semena u celom regionu u kom su radeni eksperimenti. Razmotrene su takode i različite strategije za odabir semena u regionu i jedan od zaključaka je da je moguće
povećati regionalnu produktivnost za 10 % kroz centralizovano odlučivanje, u kom
se disperzija rizika sprovodi regionalnom nivou.
Poslednji deo teze bavi se planiranjem setvene strukture. Ovo je izuzetno
kompleksan problem koga po pravilu rešavaju stručnjaci iz oblasti agronomije na
osnovu predašnjeg znanja, a naše istraživanje je pokazalo da je moguće postići
mnogo bolje rezultate upotrebom evolutivnog algoritma. Kako bi bio primenljiv
u slučaju optimizacije sa kategoričkim promenljivama, evolutivni algoritam je
morao da bude unapreden razvojem kategoričkih genetskih operatora - mutacije
i krosovera.
Doprinos ove disertacije je svakako u domenu mašinskog učenja, ali je posebno
bitno istaći i njenu primenljivost u praksi. Sva rešenja koja su predstavljena imaju
konkretnu primenu u rešavanju konkretnih zadataka u planiranju poljoprivredne
proizvodnje. Jedini preduslov za njihovo korišćenje je posedovanje dovoljne količine
podataka koja će sasvim sigurno biti dostupna u godinama koje slede i prihvatanjem prakse precizne poljoprivrede medu proizvodačima.
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Abstract
Machine learning is one of the fastest growing fields of science that
has transformed telecommunications, automotive industry, advertising, internet search engines and many other areas. So far, its full
potential has not been exploited in biosystems and is yet to transform the research and applications in this area, especially agriculture.
This thesis proposes innovative approaches to planning, which is considered ”the holy grail of agriculture”, and suggests a number of ways
the agricultural production can be improved to fit the demand of the
world’s growing population.
Firstly, a novel machine learning algorithm is proposed, called ”Weighted
Histograms Regression”. It is based on a voting process, where training samples vote for the output of the test sample, but their votes are
weighted according to the similarity of features between the test and
the training samples. This general-purpose algorithm was applied in
the agricultural use-case, where it managed to predict the yield of
different soy varieties better than the state-of-art algorithms.
Next, portfolio optimisation was performed for smart seed selection.
Due of the sparsity of the dataset, a novel approach for calculating
optimisation prerequisites, i.e. covariance matrix and expected yields,
was applied. Using this approach, we showed that yields can be improved for 5% with no additional investments in fuel, machinery and
agrochemicals, proving the innovative potential of the algorithm. Besides optimising the problem from the farmer’s perspective, we also
optimised the problem from the perspective of distribution by estimating the suitability of seed varieties for different regions and giving
a recommendation to the retailer how much seeds of what variety he
or she should have at the disposal.
Lastly, the problem of crop structure planning was analysed. Farmers are confronted with this problem before every growing season and
so far they have only relied on expert knowledge. We set up this
in the form of an optimisation problem, in which profit, risk, raw
material consumption, environmental impact and others were defined
as objectives. This multi-objective optimisation problem was solved

within the framework of evolutionary computation. We used state-ofthe-art algorithms originally developed for real space and, with a few
key adjustments, applied them in the categorical space, thus solving
the problem of choosing the appropriate crop for each field cultivated
by the agricultural company. Again, we showed that the proposed
algorithm has a potential to significantly increase the efficiency and
profitability of an agricultural company and make an important contribution to the global food security.
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Chapter 1
Introduction
”Necessity is the mother of invention”
- Plato, Republic
Every species on the planet aspires to obtain food security for themselves and
their offspring, but humans are the only ones that are achieving this through
technology. From bows and arrows to ploughs and tractors, our ingenuity has
lead us towards ever more advanced agriculture and with the increased efficiency
of the production less people were bound to farming and more people were free
to explore other areas, such as craftsmanship, science and arts. In the year 1800,
according to US census [9] the percentage of population employed in agriculture
was around 74 %, while today it is below 2 % [10]. This means that more than
98 % of the population have a chance to work in industry, services or culture
and thus contribute to the development of other aspects of the society. This shift
would never have been possible without the technological progress, which allowed
the number of people fed by a single farmer to grow exponentially during the 20th
century [11].

1.1

Agriculture Through History

There are a number of turning points in the history of agriculture. The first
one is definitely the transition from hunter-gatherer to sedentary life-style, which
happened in Mesopotamia around 10,000 BC. Humans started to cultivate crops
and soon after increase the yields by propagating the offspring of plants with
desirable traits. Selection was a rather efficient method for increasing the efficiency of crop production and it remains one of the main mechanisms in plant
breeding. Sometime before 3000 BC in Fertile Crescent came the next major
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revolution in agriculture [12]. It was the first time that animals replaced people
as the main source of tractive force on the field. Cattle could plough larger areas
faster than humans and yields were increased again. Since then, horses, donkeys
and buffaloes have also been used as drought animals, but it was not until the
Industrial Revolution that they started to give way to agricultural machinery.
First appeared the reapers and threshing machines and later, by the end of the
19th century, came the first tractors [13]. As was the case with the drought animals, larger areas could be cultivated and managed more effectively. The next
important benchmark in the history of agriculture happened in the 1960s. The
so-called Green Revolution brought novel, high-yielding varieties and agronomic
practices as well as new types of pesticide and fertiliser. It was a trigger that had
the biggest effect on the developing world, where in the course of the next four
decades, the yields increased for as much as 208 %, as witnessed for wheat [14].
In fact, it took around 10,000 years to reach the grain production of 1 billion
tons per year (in 1960) and then, it took just 40 years to reach the production of
2 billion tons per year (in 2000) [15]. The Green Revolution of the 1960’s along
with the introduction of genetically modified varieties from the 1980’s onwards,
indeed increased the farm productivity, but there are concerns that they came
with a certain cost. There are debates about the environmental impact, health
impact and sustainability of the modern production, especially concerning the
use of agrochemicals and GMO. The agricultural community became aware of
the downside of it, as the residues of pesticides such as the world-famous DDT,
were found to pollute the soil [16]. The pollution and intensification of agriculture was found to directly affect the wildlife. Birds especially were affected and
their numbers decreased dramatically [17]. Pesticides were not the only reason
for this. Intensification of agriculture meant that more and more wildlife habitats were turned into farmland, thus decreasing biodiversity. The intensification
of the production has also contributed to the rise in concentrations of greenhouse
gasses and the severity of climate change.

1.2

Increasing the Yields

Today, we are facing a serious challenge. According to Food and Agriculture
Organisation of the United Nations (FAO), we must increase the yield for 70%
by 2050 if we want to feed the world’s growing population, which will by that
time reach 9.1 billion [18]. Increasing the production itself may not be that much
of a problem. There are a few tracks that we could follow:
1. Increasing the area of cropland. Currently, the total extent of cultivated land in the world is around 1.5 billion hectares, while the total area
suitable for cropping is around 4.4 billion hectares [19]. This means that
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we could increase the agricultural production for almost three times if we
would use all the available resources.
2. Increasing the use of agrochemicals and improve their efficacy.
Fertilisers provide nutrients necessary for solid growth of the plants, while
pesticides keep them safe from diseases, insects and weeds. Efforts in chemical research could boost these effects and hence contribute to the yield
increase.
3. Increasing irrigation. Sufficient amount of water and its timely supply
is essential for plant growth. Installation of irrigation systems can improve
agricultural production, especially in arid areas.
4. Development of novel varieties. Innovations in plant breeding, such
as DNA sequencing, study of genotype-phenotype interaction and genetic
modification of plants have a potential to produce novel varieties with higher
yields or higher nutritional value.
5. Transition to precision agriculture. Precision agriculture is a modern
paradigm which aims to exploit the full scope of information technologies
and optimise the decision making on a fine resolution
Although all of them are widely used around the world, there are some drawbacks associated to them. The effects witnessed during the Green Revolution
prove that the increase in the cropland area and in the use of pesticides can have
a negative effect to the environment and are not a sustainable way of increasing
the yield. Another recent example of a side-effect is the colony collapse disorder.
This phenomenon involves the rapid loss of adult worker bees [20] and there are
serious indications that this is a consequence of pesticide use [20, 21]. As many as
84 % of crop species depend on pollination at least to some extent [22] and bees
are the single most important pollinators world-wide [23]. This does not raise
only the environmental concerns, but economical too, since it is believed that
without bees or alternative animal pollinators, the yields would fall for as much
as 50 % [24]. Human health is another concern that follows the use of pesticides.
Medical studies show that the exposure to pesticides increases the chances of developing cancer [25], as well as neurologic, reproductive, and genotoxic illnesses
[26].
A similar situation is with chemical fertilisers. Although they increase the
yields for 45 % to 70 % for most major crops [27], their sustainability is questionable. Its negative effects include the reduction of organic matter in soil [28],
decline in species diversity and richness of soil bacteria [29] and water pollution
due to nitrogen and phosphorus leaching [30]. Again, sustainability is an issue
which needs to be considered seriously.
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Irrigation is one of the essential components in plant growth. Precipitation
and temperature explain around 30 % of yield variability [31] and both of these
parameters can be directly or indirectly influenced by irrigation. However, available fresh water must be carefully managed. Irrigation may lead to salinisation,
alkalisation, water logging, soil acidification and drinking water shortage, through
the reduction of ground water levels [32].
With the occurrence of genetic engineering, plant breeding became more efficient. For instance, GMO maize was first introduced in 1996 and since then, it
was responsible for the yield increase for as much as 25 %, witnessed in South
Africa, with significantly lowered concentrations of mycotoxins, fumonisin and
thricotecens [33]. Still, there are debates that GMO food poses a threat to human
health [34] and this issue is likely to be addressed in future studies. Plant genetic
information has also been analysed through the prism of genotype-phenotype interaction. With the increase in computing power, high-throughput phenotyping
became possible and its application in plant breeding has lead to development
of more suitable varieties and therefore an improvement in yield and its stability
[35].

1.3

Precision Agriculture

There are numerous definitions of the term ”Precision agriculture”, sometimes
also referred to as ”prescription farming” or “variable rate technology” [36].
Wikipedia defines it as ”farming management concept based on observing, measuring and responding to inter and intra-field variability in crops” [37]. What
this actually means is that the decision-making is done on a small scale using
high-tech, such as satellite images, drones, soil conductivity probes, agricultural
robots and GPS-equipped tractors and combine harvesters. This concept is relatively new and only occurred as a consequence of advances in two fields. The
first one is information and communications technology. Satellites have developed
rapidly and today there are many of them orbiting around the Earth. The most
popular ones that are used in agriculture today are probably ESA’s Sentinel 2a
and 2b satellites as they are free and provide images of sufficient resolution (10
m). Together they deliver images in 13 spectral bands for every point on Earth
every 5 days [38], provided that there is no cloud coverage. Spectral vegetation
indices calculated from these images include Normalised Difference Vegetation
Index (NDVI), Soil Adjusted Vegetation Index (SAVI), Weighted Difference Vegetation Index (WDVI) and many more, and they indicate the intensity of photosynthesis, amount of biomass, growth stage and needs for water or nutrients
[39, 40, 41]. Even finer resolution can be achieved with unmanned aerial vehicles
(UAVs). Although they cannot cover vast areas, such as satellites, they allow
studying the vegetation on a centimetre level [42, 43, 44]. There are also many
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sensors on the market which measure soil moisture, temperature and salinity, leaf
wetness, CO2 level and photosynthesis intensity, as well as the standard meteorological parameters [45]. Yet another layer of information can be acquired through
soil probes such as Geonics EM38 or Veris 3100. They measure soil electrical conductivity which is closely related to soil salinity, compaction and content of clay,
water and organic matter [46]. Data from all these and many other sources is joint
and used for optimal decision making on a fine resolution. Using the techniques
of machine learning and data analytics, the decision-maker can quantify water
deficiency, fertiliser and pesticide requirements and determine the optimal dates
of planting, harvest and application of agrochemicals. The other factor that lead
to the onset of precision agriculture is the development of agricultural machinery
which supports variable rate technologies. In this way, the amount of irrigation
water, fertiliser or pesticide and planting density of crops can be custom-tailored
for each part of the field.
The motto of precision agriculture is to produce more with less, that is to
achieve maximal yields with as little inputs as possible. From the diverse data
about crop growth, soil parameters and weather, it can be inferred which crops
require more nutrients and should thus receive more fertiliser and which crops
require less fertiliser and should receive less input, accordingly [36]. A similar
situation is with pesticide. Not all parts of the field are affected by a plant
disease equally, so the ones affected less should receive less of it. Even prior to
the occurrence of a disease, cuts can be made by variable spraying, accounting for
the variable risk of the disease occurrence in different parts of the field. In this
way, the resources are used more responsibly, production is more efficient due to
the reduction of inputs and the produce is greener due to the reduced amounts
of pesticides. Quantitatively speaking, precision agriculture has a potential to
reduce the amount of irrigation water for one half [47], fertiliser for one quarter
[48] and pesticide for up to three quarters [49].

1.4

Machine Learning

We are currently at the break of the Fourth Industrial Revolution. Technologies
such as 3D printing, robotics, self-driving vehicles, blockchain and biotechnology
are getting more and more common even in everyday lives and are actively transforming our society. Perhaps the one that has had the most striking impact is
artificial intelligence. It is the basis of voice recognition, autonomous driving, web
search engines and precision agriculture. Artifical intelligence is usually defined
as ”the ability of a digital computer or computer-controlled robot to perform
tasks commonly associated with intelligent beings” [50] or ”the study of ’intelligent agents’: any device that perceives its environment and takes actions that
maximise its chance of successfully achieving its goals” [51]. What is common

5

1.4 Machine Learning

to these and many other definitions is that a system receives inputs and makes
certain decisions based on them. Whether the input comes from sensory readings,
imaging devices or written records, as a rule, it is fed to the system in the form of
data. Techniques of machine learning are then used to find hidden dependencies
within the data and extract knowledge out of long and often incomprehensible
”strings of ones and zeros”. The terms artificial intelligence and machine learning are sometimes used interchangeably, but there is a slight difference in their
meanings. Artificial intelligence is a phrase coined by John McCarthy in mid
1950’s [52] and signifies the aspiration to design a system that in a given environment expresses a behaviour commonly viewed as intelligent [53]. The term
machine learning, on the other hand, was coined in 1959 by Arthur Samuel [54]
and represents a means of achieving artificial intelligence through induction, i.e.
learning by examples [55]. Examples are essentially data points and machine
learning algorithms aim to generalise particular rules between the input and the
output.
When it comes to the input, a data point is constructed of a set of parameters,
commonly referred to as features and historically also known as attributes, predictors or descriptors. For instance, if one would want to discriminate apples and
pears, a set of features could include the colour of the fruit, its size, roundness
and sugar content. Output in this case consists of two possible values, i.e. ”an
apple” or ”a pear”. The machine learning algorithm would have to find the relationship between the values of input features and the output category and set up
a rule for decision-making. Such cases where there is a predefined set of options
for the output fall into the category of classification. The other category is called
regression and refers to problems where the output variable is in the continuous
domain. Examples of this include the prediction of pollen abundance based on
weather forecast, prediction of the landing location of a spacecraft based on its
current speed and position and prediction of house prices based on their location
and size.
In practice, a perfect machine learning system rarely exists, so there is a need
to quantitatively evaluate its performance and compare it to its competition on a
common scale. For this purpose measures such as root-mean-square error, mean
absolute error and relative absolute error are used in the case of regression and
classification error, accuracy and precision in the case of classification. Based
on these measures, the user is able to tell which algorithm works best for the
particular problem. As a rule, results are cross-validated, meaning that a portion
of data is taken as the training set and the rest is taken as the test set. A model
is calibrated to fit the data from the training set and its performance is evaluated
on the test set, by comparing the model output to measured samples. The most
commonly used cross-validation methods are 10-fold cross-validation and leaveone-out method. In 10-fold cross-validation, the dataset is divided into 10 equal
(or almost equal) parts and each part is taken as the test dataset once and the
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other nine times is a compound of the training dataset, with all the other parts
that were not selected for the test dataset. The situation is analogous for an
arbitrary number of folds (n). Leave-one-out method is an extreme case of n-fold
cross-validation, where n is equal to the number of data points. Correspondingly,
each data point is used exactly once as the test dataset and other n-1 times
as an element of the training dataset. The process of cross-validation simulates
the algorithm performance when new data is introduced, which is as close as
possible to testing the algorithm in the real-world environment. It also allows for
the detection of overfitting. Overfitting is an expression used when rather than
generalising a rule, the algorithm learns the output of training samples almost
”by heart”. In contrast to it, underfitting happens when the algorithm draws
too general conclusions which do not capture all the variability present inside the
dataset.
This section has so far been mostly concerned with so-called supervised learning, where the the outputs of the dataset are known. The second type of machine
learning is unsupervised learning, where the dataset is lacking the outputs. Here,
the goal is to understand the inner relationship between the data points and to
categorise them into groups with common properties. Examples of unsupervised
learning can be found in call detail records (CDR) analytics, where a mobile
operator wishes to categorise the users according to a particular behaviour, in
grographic information systems (GIS), where the goal is to find clusters of points
or in bioinformatics, to isolate groups of samples with a similar protein structure.
The third type is reinforcement learning. It does not require precise outputs to be
known, but does require a predefined measure of success. Reinforcement learning
algorithms function in iterations and in each iteration it receives a reward if its
performance was improved and a penalty if it deteriorated. This feedback setup
of the system is often used for learning robots how to walk or grasp object with
their arms, or for control systems optimisation.
When it comes to algorithms, there are numerous approaches to machine
learning. The most popular ones are based on decision trees, support vector
machines, Bayesian networks and artificial neural networks. They all are based
on statistics and probability theory, but their philosophies can be very different.
Some of them are interpretable, meaning that they can be analysed after being
trained and certain knowledge understandable to humans can be drawn out of
the model. However, today, most widely used are algorithms based on the ”black
box” approach. This means that we cannot directly comprehend the reasons
behind its decisions. In other words, we can only observe the inputs and outputs.
Fortunately, there are ways to infer the behaviour of the model by carefully
choosing the input data and analysing the outputs and they are used in random
forests and especially in deep learning, a special case of machine learning which
deals with artificial neural networks with a large number of layers.
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The information found in this section, along with more detailed texts about
machine learning, can be found in some of the standard books on this topic
[6, 56, 57, 58, 59].

1.5

Applications of Machine Learning in Agriculture

Machine learning is a very popular field today. One of the reasons for it is that
the amounts of data available are increasing rapidly. In 2010, Eric Schmidt,
Google’s then-CEO, estimated that every two days the humanity generates as
much information as it has generated from the dawn of civilisation up until 2003
[60]. It is expected that the amount of the data available in the whole world will
reach the figure of 90 zettabytes (9 × 1022 bytes) [61]. Big ICT companies such
as Facebook, Google and Amazon are generating huge revenues based on datadriven technologies, but there are also numerous smaller companies which are
successfully dealing with similar problems on a slightly lower scale. The topics
of interest are digital marketing, transport, gaming and many more, including
precision agriculture.
As mentioned in a previous chapter, machine learning models based on various
types of data are used in precision agriculture. Here, a few successful use-cases
are listed to give an insight into the state-of-the-art.
1. Satellite crop classification. Quality planning is in the essence of every
successful business and state governance. Satellite crop classification maps
are used to assess size of fields under each crop. This information is extremely valuable for agrochemical producers and distributors which have a
chance to adjust their business strategies accordingly. However, the government can also use this type of information for determining the optimal
amount of subsidies and planning the budget. There are of course many
approaches to this problem [62, 63, 64] but what is common to them is that
they are based on time-series analysis of multi-spectral satellite images,
sometimes originating from multiple different satellite programmes [65].
2. High-throughput phenotyping. This is a rather novel direction in plant
breeding that relies on the input from hyperspectral, and thermal cameras
[66], 3D imaging devices [67], fluorescence spectrometers [68] and other
equipment. Based on this information, machine learning models are developed. They are processing huge amounts of data and indicating plant’s
response to biotic and abiotic stress. Their goal here is to efficiently model
the cumulative effect of genetic, agronomic, economic, meteorological, and
human factors on stress and, ultimately, yield [69]. These models are then
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used for optimal decision-making in terms of variety selection and actions
concerning irrigation, fertilisers and pesticides.
3. Biotic stress detection. It is believed that weeds, plant diseases and
pests are responsible for 40% decrease in yield [70]. These biotic stresses
mostly appear in patches inside a field [71] and detection of these patches is
crucial for a timely and adequate reaction. They are usually mapped using
a variety of sensors, which include hyperspectral or multispectral cameras,
chlorophyll fluorescence spectrometers etc., usually mounted on a drone
or integrated within a satellite [72, 73]. Machine learning algorithms are
trained based on positive and negative examples of biotic stress and then
used for image segmentation. Their outputs are then used to determine the
spatial distribution, optimal timing and the amount of pesticide that will
be applied and thus increase the efficiency of combating weeds, pests and
plant diseases.
4. Abiotic stress detection. Similarly to the previous point, abiotic stress
is also identified using the combination of in-situ and drone or satellitemounted sensors, as well as the weather information. Again, machine learning algorithms learn to detect this type of stress, so that the action could
be promptly taken in the form of irrigation or fertiliser application. So
far, they have been used for drought detection [74, 75, 76] and detection of
nutrient deficiency [77, 78, 79].
What is common for all use-cases presented above is that the main purpose
of machine learning was to provide the basis of a decision support system (DSS).
Whether it is the amount or type of fertiliser, spatial distribution of pesticide or
time of irrigation, machine learning models were used to predict the occurrence
of stress and the state of plants in response to the actions taken. However, there
are more factors that determine the optimal strategy in agricultural decisionmaking. Sometimes increasing the yield above a certain threshold is possible but
is not cost-effective, as the profits may actually fall due to the high input costs.
Therefore, a comprehensive DSS should include all relevant factors.

1.6

Land Use Planning

The ultimate goal of machine learning and big data analytics in precision agriculture is to fully automatise decision making. Based on large quantities of data we
would be able to extract information about the physical and biological processes
happening on the field and tailor the decisions according to the type of crops
and conditions on the field. One of the most important decisions in farming is
the choice of crops which should be planted in the forthcoming season. In this
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case fields are represented as variables which need to be assigned the value that
maximises a certain objective function. Such problem formulation is common
in various types of land use planning, not only in agriculture. In [80] the research focused on land-use planning in coastal eco-systems. Here, the goal was
to optimally allocate land for military and environmental-preservation purposes.
This is a problem with two conflicting objectives solved through the framework of
multi-criteria decision-making (MCDM) and portfolio-decision analytics (PDA).
Another framework often used is multiple-goal linear programming (MGLP).
In [81] MGLP was used to optimise the configuration of specialised and mixed
farming system in terms of profitability and environmental impact. Possible land
uses included arable farming, dairy production and landless pig production and
all of them had their own particularities in terms of resources, labour and land
required. An interesting aspect of this research is that the solutions were analysed
through the prism of general policies, such as the Dutch Manure Policy and the
EU’s Common Agricultural Policy (CAP). These policies can be used for imposing
hard constraints on an optimisation problem and reduction of the search space.
Another study was done for organising sheep husbandry in Israel [82]. There were
3 types of stakeholders: settlers, settlement agency and traditionalists, which all
differed in levels of production intensity and the effect on the environment. Here,
MGLP was used for finding the trade-off between the amount of development aid
required, the amount of imported concentrates, profit, effect on the environment
and the number of employees needed. A number of sub-optimal solutions were
found that were left for the policy makers to choose from, which is a good practice,
as explained in the chapter of this thesis that deals with crop structure planning
in detail. Another example of land use optimisation is found in [83]. In this paper,
ROTAT is presented, a novel tool for finding the most optimal crop rotation in
vegetable production. The constraints were imposed on sowing and harvesting
dates, minimum inter-crop period (for land preparation), maximum frequency of
cultivation of certain crops, maximum number of different crops in the rotation
and some particular successions of crops. Then, all 840 legitimate sequences were
analysed and the problem was solved using MGLP. A similar case is with [84],
where crop rotation of vegetables was analysed with the objective of maximising
profit and biodiversity, minimising labour and pesticide costs and limiting the
effect of soil-borne diseases. Here, all possible sequences were analysed and even
brute-force search managed to solved the problem. As the number of possible
solutions was relatively small, these techniques were adequate and successfully
managed to find the right solutions.
Similar studies were conducted in [85, 86, 87] and solved using aforementioned
and similar algorithms. However, when it comes to problems with a high computational complexity, standard optimisation algorithms are inefficient and often
the only class of algorithms that can solve problem are evolutionary algorithms.
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A point to note with [83] is that the cost functions were determined based on
the domain knowledge found in [88], where a range of agricultural experiments
were conducted to infer the influence of crops on one another in the rotation series.
This knowledge is very site-specific, as it is bound to the location of experiments
and particular soil type, climate and varieties and the results may differ from one
area to the other. For this reason in this thesis the effect of crop rotation was
included from the perspective of data-analytics.
An interesting study that uses evolutionary algorithms was conducted in [89].
FarmDESIGN model presented in this paper aimed to optimise land use configuration on a 96 ha organic farm that was involved in both crop and livestock
production. The main goal was to make as efficient and self-sufficient production
cycle as possible. This was defined through 4 objectives: profit maximisation,
organic matter content optimisation, minimisation of labour requirements and
minimisation of soil nitrogen losses. The relationship between animal and arable
cropping land uses and objectives was modelled in detail using information from
literature and farmers’ experience. The multi-objective optimisation problem was
solved using evolutionary algorithm called differential evolution (DE) [90]. This
algorithm works in the continuous domain and converges to the appropriate continuous values of decision variables, such as the optimal area under a crop or
amount of crop produce used as green manure. In this thesis, the goal is to optimise the crop configuration with only one crop at each field, which is essentially
a discrete optimisation task, so the continuous algorithms cannot be used. Besides this, the optimisation problem analysed in this work consists of more than
4 objectives, for which DE is not appropriate.
Another highly relevant research was done in [91]. The location of this study
was a 1,500 ha region of New Zealand. It is divided into 315 paddocks whose land
use needs to be optimised. Possible land uses include dairy cows farming, sheep
farming, forest areas, agriculture, tourism and others, while there are 14 specific
objectives which can be classified into three groups: economic, environmental
and social. This was an extremely comprehensive study which included detailed
modelling of the objectives and definition of constraints that force optimisation
algorithm to choose solutions with the same land use of adjacent paddocks and
that allow changes in land use at most once every ten years. Visualisation of
14-objective solutions in 2D was conducted using the techniques of hyper-radial
visualisation and visual steering which are extremely valuable for communication
with the decision-maker. In the end, 4 characteristic scenarios were found by
the algorithm, each of which is focused on one aspect of the problem (nitrogen
leaching, sedimentation, profitability and all aspects equally). Computationally,
the problem was solved using GEATbx toolbox for MATLAB [92] and referencepoint based NSGA-II algorithm. The optimisation of such problems could be
improved using the state-of-the-art NSGA-III algorithm, but also by treating
different land uses as categories rather than integers. The reason for this is that
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with integer values adjacency implies strong relationships and is susceptible to
different kinds of enumeration of possible land uses, while in reality land use
No. 3 may have nothing to do with the land use No. 4. Defining land uses as
categories and setting up appropriate measures of adjacency could improve the
performance of optimisation a great deal.

1.7

Thesis Contribution and Structure

The first contribution of this thesis is a novel machine learning method for regression, called weighted histograms regression. It was developed specially for
the problem of yield prediction in agriculture, but can be used on any other data
as a general-purpose tool. Advances in portfolio optimisation include the use of
predicted values as an input and derivation of the covariance matrix based on the
predicted yields. Next, the contribution was made in the field of multi-objective
evolutionary algorithms, where categorical mutation and crossover operators were
proposed. From the applicational point of view, the thesis contribution is no less
significant. To the best of our knowledge, this is the first time that seed selection and crop structure optimisation have been solved mathematically, relying on
data-driven machine learning methods rather than expert knowledge.
Some of the results of the work conducted in the thesis were published in
world-class journals, such as Computers and Electronics in Agriculture and PLOSONE and won two awards at Syngenta Crop Challenge, a global competition for
data-driven solutions in agriculture. They were also the basis of the proposal
which attracted CGIAR funding for solving the problem of food security in developing countries using Big Data.
Chapter 2 gives a thorough explanation of a novel machine learning algorithm
employed for yield prediction (weighted histograms regression), while Chapter 3 is
concerned with smart seed selection based on the predicted yields and covariances
between different varieties. Innovative and data-driven supply chain optimisation
based on machine learning is presented in Chapter 4, while Chapter 5 gives an
overview of the advances made in the field of evolutionary algorithms and their
application in crop structure optimisation.
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Chapter 2
Yield Prediction
A significant part of this dissertation is dedicated to yield prediction based on
data analytics. There two slightly different use-cases which will be covered:
1. Yield prediction of different crops
2. Yield prediction of different varieties within the same crop
No matter which one of these use-cases is analysed, the results will be used as
an input for smart agricultural land-use planning. The goal here is to maximise
yields and consequently the cumulative profit of a farm, by choosing those crops
or crop varieties that are optimal for the local conditions on the field.
When it comes to varieties, seed companies from around the world are challenged by the growing food demand to develop and improve their products. Farmers, on the other hand, are also challenged to select appropriate seeds among
hundreds of varieties available nowadays. They are steadily shifting towards precision agriculture and what they would certainly need is a portfolio of varieties,
customised for the environmental conditions at their farm, which would maximise
the yield and reduce the insecurity that comes from its variability. There are numerous parameters that influence crop yield. Most prominent are climate and
weather conditions, soil type, seed variety and land management, but in the end,
it is their complex interaction that determines the yield.
As different growing conditions require appropriate seed varieties, smart seed
selection shows a lot of promise in boosting the crop production. Agricultural
systems are made resilient in conditions of weather-induced stress by providing
access to diverse seed varieties and applying advanced seed selection strategies
[93]. Farmers are generally willing to pay for seed-related information [94]. Although willingness to do so is limited by their income, seed information indeed
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has a market that could be utilised by agricultural extension services or even
industry. Years of observations and experiments produced rich data collections
and opened the avenue for data analytics in agriculture, where knowledge and
information have a central role.
Firstly, before choosing the right crops or seed varieties, their yields need to
be predicted. There is an increasing number of scientific papers dealing with
yield prediction of various types of arable crops, fruits and vegetables. The first
group is based on image processing. In [95] and [96], yield was predicted using the
Normalised Difference Vegetation Index (NDVI) extracted from satellite images
and images acquired by a handheld camera. NDVI is based on the property of
chlorophyll to absorb red and repel infrared light in the process of photosynthesis
[97, 98]. Furthermore, the intensity of photosynthesis is closely related to nitrogen
availability in the soil and plant’s phenological phase. All of these parameters
are very indicative of the yield, as nitrogen is the main food source for the plant,
photosynthesis is the plant’s means for acquiring the necessary energy and the
phenological phase is an indicator of the pace of its growth. Another approach is
to analyse the physical properties of plants, such as plant’s height, grain weight
and peduncle length [99], number of flowers on apple trees [100] or measured
SPAD (chlorophyll content) [101]. These methods require a lot of manual work
and are impractical for large areas and numerous fields.
Weather data can also serve as the input for yield prediction [102, 103, 104].
Rainfall in May and a lot of sunshine in June can positively affect the yield of soy,
whereas dry spring and extremely hot summer can affect it negatively. Research
on the global scale implies that climate variation explains around one third of
worldwide crop yield variability [105]. On a local scale, weather effects on the
crops can be further specified and utilised for predictive modelling. For example,
temperature and precipitation, along with evapotranspiration of plants during the
growing season can be used for highly accurate yield prediction [102, 103]. Indepth study of temperature throughout the plant life-cycle can unveil the stages
of development that are particularly susceptible to temperature extremes [106]
or can identify how different weather patterns influence the yield. This information can be leveraged for proposing weather and site specific recommendations
[107]. Even aggregated features such as cumulative precipitation in a year and
annual mean temperature [107], cumulative rainfall and solar radiation, or seasonal maximal, average and minimal temperatures provide valuable information
on climate-crop interactions [104].
The problem with seed selection is, that no matter how successful they may
be, none of the aforementioned in-season yield prediction methods can be applied.
It is impossible to know NDVI, plant height or even weather conditions for the
next year. However, the soil conditions do not change dramatically one year after
another. In this situation, there are two possible approaches. The first is to
use crop models, which simulate the weather conditions and corresponding crop
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growth for the forthcoming season and the second is to use data-driven models
and machine learning.

2.1

Yield Prediction using Crop Models

Crop models are an attempt to parametrise the whole process of crop growth. The
number and type of inputs varies from model to model, but they usually include
soil parameters, weather parameters at different resolutions, farmer’s actions and
the specifics of a particular crop variety that has been planted. What is also
common for the crop models is that through time, they have been calibrated
using field experiments of different crops in different regions and climate zones
around the world.
Perhaps the most famous crop growth model is DSSAT (Decision Support
System for Agrotechnology Transfer) [108, 109]. It includes models for around 40
different crops and requires daily weather data, data about soil and elevation of
the terrain and data about the management practice employed in the field. It is
usually used for simulation of crop growth and yield based on different amounts
of fertiliser, different planting dates or a range of other parameters. Based on the
simulated yield, farmer can choose the best management practice, but the yields
can also be simulated in the context of climate change, to get an insight how it
affects the production. The only problem with DSSAT is that it does not provide
an adequate API (application programming interface) for Python, MATLAB or
some other programming environment, which could automatically execute the
model. Rather than that, users can make special input files that can be fed to
the software. As creating these input files is not very straightforward, additional
software has been developed by the community which serves as a wrapper.
Yet another very popular crop modelling software is Wofost [110]. It was
develop as a tool for estimation of agricultural production in Europe that can
provide regional or national statistics to the EU government agencies. It estimates
the potential yield and the yield that can be expected in the case of nutrient or
water deficiency. This model is state-based and in a way resembles Markov chains,
in a sense that the development of crops in a certain stage is influenced by their
state in the previous stage and inputs received from then on. Wofost also requires
weather, soil and cultivar data, but an important advantage over e.g. DSSAT is
that it does have a Python API, so it can be directly incorporated into more
complex algorithms.
Although all of these models have been validated in the real-world environment, the problem is that they all require calibration. Every crop variety needs
to be calibrated for every environment of interest. This means that a series of
experiments needs to be conducted in the climate zone and soil type of interest.
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The number of required experiments grows exponentially with the number of free
parameters, which is in this case:
Nexperiments = Ncultivars × Nclimate zones × Nsoil types .

(2.1)

Furthermore, to capture the weather variability, agricultural experiments are
conducted in a sequence of at least 2 or 3 years. This is feasible for assessing the
influence of different management practices or climate change on a few varieties,
but in the case of crop structure planning, where there are multiple soil types, climate zones and cultivars that can be planted, this is rather unrealistic. Therefore
a better option could be to use machine learning based on yield prediction.

2.2

Data-Driven Yield Prediction

It was shown that yield can be predicted from data such as soil’s pH value and
content of organic matter, phosphorus, calcium etc. [111], but also from the
ratio of clay, silt and sand and soil’s shallow electrical conductivity [112]. Yield
prediction presented in this thesis will thus heavily rely on soil data, but also on
weather data, through the ”weather scenarios” approach.
As for the algorithms used for yield prediction, most common ones are the
standard state-of-the-art algorithms, such as:
• Multiple linear regression (MLR) [111]
• Artificial neural networks (ANNs) [95, 111, 113, 114, 115]
• Regression trees [99, 102, 116]
• Support vector machines (SVM) [103]
Whereas high prediction accuracy has been achieved only with classification
of the yield into categories, such as low, medium and high [99, 101, 112] and
with in-season predictions [102, 103, 115], we show that it is possible to achieve
a high accuracy prediction for one year in advance by using the machine learning
approach.

2.2.1

Multiple Linear Regression

The least complex method commonly used for yield prediction is multiple linear
regression. It is one of the most widely used regression algorithms generally and
information about it can be found in standard mathematical and statistical handbooks [117, 118, 119]. It dates back to the beginning of the 19th century when
Adrien-Marie Legendre and Carl Friedrich Gauss published their works on this
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topic in 1805 and 1809, respectively. It is interesting that both mathematicians
used linear regression for explaining the movement of astronomical objects and
predicting their future positions, but it was Legendre who developed the least
squares method for solving this type of problems. This method is still in wide
use today in many fields, including maths, physics and engineering. Simple linear
regression deals with finding a linear1 relationship between two variables in the
form of:
y = β0 + β1 x + ,

(2.2)

where y is the dependent variable, β0 the intercept, β1 the slope, x the independent variable and  the regression error, which is a random variable, assumed to
follow the Gaussian distribution.
Multiple linear regression, on the other hand, includes more than one variable
in the equation (Eq. 2.3).
y = β0 + β1 x1 + β2 x2 + ... + βn xn + ,

(2.3)

Here, all of the n independent variables are denoted with x and their respective
coefficients with β.
Whether the yield is predicted using one or more features, the model is fitted
through the training data. This means that the coefficients are ”fine-tuned”, so
that the prediction error is minimised. This is usually done using Lagendre’s
least squares method within Python’s, MATLAB’s or some other environment’s
standard libraries.

2.2.2

Support Vector Machine

Support vector machine (SVM) is a method defined by Vapnik in 1995 [120], but
its roots can be traced to the late 1970s [121]. It was developed as a classification
method that aims to find the optimal separation hyperplane between two classes,
but it was later extended to cover multi-class and regression problems. In the
2-dimensional example in Fig. 2.1, hyperplane boils down to a line. All the
possible hyperplanes (lines) that can be used as the border for discriminating the
two classes are depicted on this figure.
The aim here is to choose the one which maximises the margin between the
classes, so that the classifier is least sensitive to errors in measurements or the diversity within the class. The search is done across all possible hyperplanes, which
are defined with their slope and the distance from the origin of the coordinate
1

Although the term linear is commonly used, precisely speaking, linear regression aims to
find affine relationship between variables. The difference between the terms linear and affine
is that linear relationship is in the form y = mx, while affine also accounts for the intercept
(y = mx + k).
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Figure 2.1: Principles of SVM. Optimal hyperplane (line L in 2-dimensional case)
is chosen, that maximises the margin [1].

system. This optimisation problem is solved using Lagrange multipliers [6]. This
method is essentially linear in its nature and it cannot capture the non-linearity
inside the data. However, instead of non-linearising the method, the data is nonlinearised using the kernel trick. This is in accordance to Cover’s Theorem which
states that:
”A complex pattern-classification problem, cast in a high-dimensional space
non-linearly, is more likely to be linearly separable than in a low-dimensional
space, provided that the space is not densely populated.”
The reason why the use of kernels here is referred to as the kernel trick is
that the conversion to a higher-dimensional space is performed only implicitly,
through kernel function and not explicitly, by transforming the data.
Regression is performed using the -insensitive loss function [122]. This technique resembles MLR, but the sparsity is obtained by not accounting for errors
of predicted points which fall into the -surrounding of their real values, as in
Figure 2.2.
Again, the kernel trick is used for non-linearisation of the model.

2.2.3

Random Forest

Random forest is today the most widely used tree-based algorithm. It was developed by Breiman in 2001 [123] and its name implies that it is constituted
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Figure 2.2: Regression based on SVM. Errors that fall within the -environment
are disregarded [2].

Figure 2.3: Diagram of random forest algorithm. Multiple decision trees are
constructed and a voting/averaging mechanism is applied on their outputs to get
the final output of the model [3].

of an ensemble of regression trees, i.e. a forest, whose creation involves certain
randomness.
Regression trees, can be understood as flow charts to which a sample is fed.
At each node, the choice of the next sub-tree is performed based on the sample’s properties, using simple yes/no checks, in the form of verification whether
sample’s features have lower or greater values than pre-defined thresholds. The
algorithm advances through the tree until a node is reached which does not have
any more sub-trees. Such node is called ”a leaf” and when the algorithm reaches
it, the leaf’s value is taken as the output. Number of nodes, thresholds and
output values are determined in the training process.
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The randomness in random forests occurs in two places:
1. At each tree, for selecting a subset of features which will be used in the
construction of a tree.
2. At each node, for selecting features for splitting of the tree into further
sub-trees.
An important part of random forest method is bagging. It is a technique of
trained each tree on a subset of the data. It increases the accuracy, and, with a
large number of trees, the error rates converge to the limit.
In the end, all trees vote for the most popular class or he mean of their
individual outputs is taken as the final output of the algorithm.

2.2.4

Artificial Neural Network

Artificial neural network (ANN) is a regression model that draws the inspiration
from the nature [6, 124, 125]. It dates back to 1943 and the seminal paper written by Warren McCulloch and Walter Pitts [126]. The basic idea behind it is
to mimic the behaviour of the human brain, with all its neurons tangled into a
giant, complex structure. A biological neuron consist of two parts - axon and
the synapses. It is through axon that it receives information from other neurons,
processes them and sends the output to further neurons via its own synapses. An
artificial neuron also consists of elements, which resemble its biological counterpart. In mathematical terms, inputs xi are multiplied by weights wij , summed
up and fed to the activation function, which gives the output Yj , as in Fig. 2.4.
Probably the key part of a neuron is the activation function. It can be a step
function, rectified linear unit, tanH or some other function, but what is crucial is
that it is non-linear, because the non-linearities in the algorithm are responsible
for capturing non-linearities within the data. Neurons are grouped into layers
(input, one or more hidden and output layers) and stacked on top of one another,
as in Fig. 2.5.
Learning of the model is performed through adjusting the input weights of the
neuron according to the error made in the output. This process was revolutionised
by the development of the backpropagation algorithm by Paul Werbos in 1974
[127], which finds the optimal weights for the given dataset.

2.2.5

k-Nearest Neighbours

k-nearest neighbour (kNN) is one of the standard classification and regression
algorithms. It is non-parametric, so there is no need for prior knowledge about
the distributions and dependencies between the variables. It was first used in the
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Figure 2.4: Artificial neuron. Inputs are denoted with xi , weights with wij , netj
denotes the summation and Yj the output [4].

Figure 2.5: Artificial neural network. Neurons are grouped in layers and stacked
on top of one another. [5].

early 1950s [128], but it was improved afterwards in the 1970s by introduction of
different distance-weighted approaches [129, 130].
The algorithm works in the following way. First of all, it does not require
training, so new data samples are processed immediately. When a new sample
comes, its value is determined based on k training data samples, which are closest
to the new sample in the feature space. In the case of classification, voting is performed to determine the output class, while in the case of regression, the average
value is taken for the output. Depending on the algorithm implementation, the
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Figure 2.6: Choice of k in k-nearest neighbours. The real distribution is drawn
in green and the estimated in blue. The choice of k is a trade-off between generalisation (k = 30) and accuracy (k = 1) [6].

average value can be a simple mean value, or distance-weighted mean, where the
outputs of closer data points are taken with a larger weight and the outputs of
data points further away with a smaller value.
The only free parameter in this algorithm is the number k. If this algorithm
is analysed through the prism of PDF estimation of data, the value of k determines the trade-off between generalisation and capturing the fine details of data
distribution (Fig. 2.6) [6].

2.2.6

Weighted Histograms Regression

In order to predict the yield with sufficient accuracy, we developed the Weighted
Histograms Regression (WHR) method [131]. Weighted histograms are not completely new concept. They have already been used used in image processing for
motion tracking [132], where an object’s feature PDF needs to be calculated.
Pixels in the centre of an object are more reliable and thus are attributed with a
higher weight. Peripheral pixels are less reliable due to occlusion and interference
from the background, and are thus taken with a lower weight. Also, in object
recognition, target objects are compared to objects from the database by colour
histograms. Since colour is susceptible to changes caused by varying illumination,
similar colours are also taken into account - the more similar they are, the more
they will contribute to the histogram [133]. Here, the underlying idea is that
farms from the training data set vote for the PDF of the evaluation farm’s yield
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and their votes are scaled by the similarity of features between a training farm
and the evaluation farm.
By using this method along with convex optimisation and portfolio optimisation theory it is possible to select a portfolio of seeds, which maximises the
yield.
This method is explained in detail in a subsequent section.

2.3

Measures of Error

Standard validation methods such as leave-one-out or 10-fold cross-validation are
not adequate for agricultural yield prediction [116]. The problem with them
is that they allow training and test samples to be drawn from the same year
and, because they grew under the same weather conditions, samples from the
same year are very correlated in terms of yield. Results obtained in such way
are too optimistic and do not correspond to the real accuracy of the model,
which is somewhat lower. For this reason, validation is performed by taking one
year’s data for testing and other years’ data for training. The splitting process is
repeated until all years are taken as the test years. In the end, results for all of the
test/training years combinations are averaged. This ”leave-one-year-out” method
better represents the real-world situation in which we do not know next year’s
yields, but only the historical ones. The results of different regression algorithms
in this dissertation were compared using following objective measures:
1. Root-mean-square error (RMSE)
v
u
N
u1 X
t
RM SE =
(yi − ŷi )2
N i=1
2. Mean absolute error (MAE)
N
1 X
M AE =
|yi − ŷi |
N i=1

3. Pearson correlation coefficient (r)
r(Y, Ŷ ) =

E[(Y − µY )(Ŷ − µŶ )]
cov(Y, Ŷ )
=
σY σŶ
σY σŶ

4. Spearman rank correlation coefficient (ρ)
P
6 N
i=1 di
ρ(Y, Ŷ ) = r(rg(Y ), rg(Ŷ )) = 1 −
N (N 2 − 1)
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5. Kendall correlation coefficient (τ )
τ (Y, Ŷ ) =

nc − nd
,
ntotal

where y and ŷ denote real and predicted values of a sample (real and predicted
yield in this case), N denotes the total number of samples, Y and Ŷ are random
variables associated to real and predicted sample values, µ and σ denote the mean
value and standard deviation of a random variable, rg converts a vector of values
into a vector of ranks and di denotes the difference between ranks of predicted and
real values at the position i. Calculation of Kendall correlation coefficient is done
based on the number of concordant (nc ) and discordant (nd ) pairs. Concordant
pair is every pair for which holds:
yi > yj =⇒ ŷi > ŷj

(2.4)

and discordant pair is every pair for which it does not.
RMSE is sometimes a better measure of error than MAE, since it takes the
square of error and hence penalises big outliers. Pearson’s correlation indicates
how much does the dependence between predicted and measured yield deviate
from linear. Spearman’s on the other hand indicates how much does the dependence between them deviates from monotonic, i.e. how well do their ranking
orders correspond to one another. Kendall’s correlation coefficient also does not
assume any particular linear or non-linear relationship between the variables,
which makes it a useful tool for machine learning. It is also by far the most strict
coefficient and usually has a lower value than the two other ones.

2.4

Data

Algorithms and related results presented in this paper have been in part developed within the Syngenta Crop Challenge, where competitors were provided with
necessary historical data about soil, yield and soybean varieties used. The dataset
contained 34,212 entries with a subset of 180 seed varieties planted on one of 120
farms. Season, geographical location, soil properties, common practice and other
related parameters were given as features and are listed in Table 4.2. In the preprocessing phase, we detected that there were multiple entries with the same seed
variety planted on the same farm in the same year, but with a different value of
yield. We merged them and used only the average yield value accordingly, leaving
32,120 entries. In order to avoid bias and provide reliable yield prediction results
for one season, we further split the set into training (seasons 2008-2013) and test
dataset (season 2014), with 21,121 and 10,999 entries, respectively. The last year
was taken as the test set to maintain the time causality, These datasets were used
for training the yield prediction algorithms described in a previous section.
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Season (Year)
GPS coordinates (latitude, longitude)
Probability of growing soybeans in the nearby area (2 sources)
Probability of field irrigation in the nearby area
Probability of growing soybean of relative matureness 2.5 to 3
How often do farmers grow soybean in the area
Soil class based on texture, available water holding capacity, and soil drainage
Percentage of clay in soil (2 sources)
Percentage of silt in soil (2 sources)
Percentage of sand in soil (2 sources)
Available water capacity of soil
Soil pH value
Soil cation exchange
Table 2.1: List of features attributed to samples provided for Syngenta Crop
Challenge

2.5

In-depth Analysis of Weighted Histograms
Regression

In order to get the idea about the complexity of the given problem, we used the
most straightforward approach of checking the correlation between the yield and
individual features, but there was no direct relationship between them. Consequently, we proposed a novel method with the underlying principle that the
agricultural system is determinative, i.e. under the same environmental conditions, soil characteristics and with the same seed variety planted, different farms
give the same yield. In other words, when features of any two farms are compared, the more similar the features are, the more likely it is for the farms to
have similar yield. The detailed description of the method follows.
The goal of Syngenta Crop Challenge was to choose up to five soybean varieties
that should be planted on the so-called ”Evaluation Farm” to maximise the yield.
Firstly, we chose a soy variety whose yield we wanted to predict at the test farm.
The process was repeated for all available varieties. In the following example,
the evaluation farm was denoted as FE and the variety of interest as vx . Let
us assume that there were five instances of planting vx in the training dataset.
Although this particular variety can be planted on the same farm throughout
different years, we can assume without the loss of generality that it was planted
on five different farms (F1 to F5 ) (Figure 4.3).
Next, we considered the similarity between environmental conditions and
other properties at training farms where vx was planted, and corresponding prop-

25

2.5 In-depth Analysis of Weighted Histograms Regression

Figure 2.7: Example of a dataset. Evaluation farm is denoted with FE and farms
where the variety was planted, whose yield we want to predict with F1 to F5 .

erties at the evaluation farm. They were compared according to individual features - one feature at a time. Let us denote an arbitrary feature according to
which the similarity was measured as f . The example in Figure 2.8 shows values
of the given feature at different farms, where the subscript indicates the farm it
is related to.
Accordingly, distances of training farms from evaluation farm in the feature’s
space are shown in descending order in Table 2.2.
The yield at evaluation farm was more likely to resemble the yield at farms
whose value of f was closer to fE . Likewise, we could not expect the yield at
the evaluation farm to correspond to the yield of a training farm if they had
completely different f s. Another way of explaining this is to view the training
farms as advisers, who give their opinion about the yield at the evaluation farm.
However, their opinions are not equally important. Opinions of training farms
whose f is closer to fE are taken with a higher significance than the opinions of

Figure 2.8: Values of feature f on evaluation and training farms.
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Field

Distance

F3
F4
F5
F1
F2
Table 2.2: Distances in feature’s space between training farms and evaluation
farm.

those farms whose f is far away from fE . Furthermore, a farm’s opinion is simply
the value of its own yield. It is as if the training farms were telling the evaluation
farm that it would have the same yield as them, but the evaluation farm valued
their opinions according to how far they are with respect to the given feature. In
order to quantify the weights of the opinions, we need a monotonically descending
function of distance. The simplest such function is
1
.
(2.5)
1+d
It is actually 1/d shifted left for 1, so that it does not reach infinity when the
distance was zero i.e. when a training farm had precisely the same value of f as
the evaluation farm (Figure 2.9).
In the next step we used weights and yields to form a weighted histogram of
yield at the evaluation farm for some feature f (Figure 2.10). Unlike the classical
histogram, where bins are filled with the number of farms whose yield falls within
that particular range, in weighted histogram the bins are filled with weights of
those farms.
In this manner we calculated the weighted histograms for all the features
and all the soy varieties thus getting a 2D matrix of histograms, as in Table
2.3. The only difference was with the soil class feature, which was categorical.
Without further information about the physical meaning of categories it was not
possible to find an adequate distance measure between the categories. Therefore,
we estimated PDFs based only on those farms whose soil class was the same as
the evaluation farm’s.
Thinking of weighted histograms of individual features as weak classifiers
whose combination yields a strong one, the proposed algorithm can be interpreted within ensemble learning framework. Hence the next step in which we
combine weighted histograms resembles AdaBoost algorithm [134]. But first, as
w=
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Figure 2.9: Training farm’s weight as a function of distance to the evaluation
farm in the feature space.

v1

v2

...

f1

...

f2

...

...

...

...

f18

...

v210

...

...

Table 2.3: Matrix of weighted histograms for the evaluation farm. Rows represent
different features (fi ) and columns different soybean varietes (vi ).
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Figure 2.10: Weighted histogram. Each bin accumulates the weights of training
farms whose yield falls in the given range.

these histograms were filled with different weights nonlinearly, we normalised
them and transformed them into probability density functions - PDF. For each of
them we took expected values E(P DFi ) and averaged them across all the features
fi , leaving only one (final) value per variety. This predicted value aggregates the
information from all the farms on which the variety was planted, weighted according to the similarity of the whole set of features. However, not all weak classifiers
were equally significant. Some were simply more accurate than the others and
we had to take that into account. Again, we assigned weights wi , only this time
to those weak classifiers (PDFs), thus predicting the yield Y as
Ypredicted =

18
X

ci ∗ E(P DFi ).

(2.6)

i=1

∀ci > 0.

(2.7)

Since this equation is linear, the problem of finding the optimal weak classifier
weights is convex. This means that the local minimum is also the global minimum, making the optimisation straightforward. We used modelling system for
convex optimisation and tried two variants - constrained and unconstrained convex optimisation. In constrained case, the weights were limited to non-negative
values, while in unconstrained variant, there were no limits whatsoever. The
logic behind the constrained variant was that the equation can be viewed as the
weighted average and this statistical method uses weights greater or equal to
0. On the other hand, the problem can be viewed as a classical optimisation
problem without any concerns about the weights values. In the end, with both
variants, we took the expected value of the final PDF as the predicted yield of
that particular variety for that particular farm.
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Classification method
k-NN
Linear regression
ANN
Random Forest
SVM
equ-WHR
con-WHR
unc-WHR

RMSE
14.674
11.201
29.159
13.102
11.423
10.446
10.198
9.313

Mean absolute error
11.863
9.005
23.050
10.479
9.140
8.374
8.216
7.365

Correlation coefficient
20.26%
26.09%
11.00%
25.31%
23.19%
20.36%
20.86%
41.71%

Table 2.4: Comparison of different regression methods.

2.6

Results

We compared proposed WHR method with different state-of-the-art algorithms
in Weka, machine learning and data mining software [135]. Some of them, particularly k-NN, proved to be very accurate at describing the model i.e. showed
accuracy of ¿80% with cross-validation across the whole training set (2008-2014).
The problem was that this measure of accuracy left the possibility of training
samples being used for prediction of the values within the same year, which is
an impossible scenario in practice. We therefore needed to test the problem in a
more realistic manner. The classifiers were trained on 2008-2013 data and tested
on the data from 2014. We tested three varinats of WHR:
1. equ-WHR: equal (not optimised) weights
2. con-WHR: optimised and constrained weights
3. unc-WHR: optimised and unconstrained weights
As the relevant measures of accuracy we took root mean squared error, mean
absolute error and correlation coefficient. Proposed method proved to be the best
one according to all criteria, as shown in Table 4.4.

2.7

Discussion

We showed that WHR is a very useful tool which in the case of yield prediction performed better than conventional algorithms. First of all, it does not
discard any information in contrast to k-NN. It uses the whole dataset and from
the information theory point of view, any additional information is always useful. Another interesting property is that WHR does not require training. The
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downside of this is that for every new test sample, the algorithm goes through
the whole dataset. This can be problematic in case of real-time regression requirements in industrial applications. In agriculture, though, there are no such
requirements. There are also positive sides to the lack of training. All other
algorithms need to be trained from scratch if another training sample is added.
With WHR, no resources are spent on retraining of the model and the algorithm
can immediately start using the new samples as they arrive. This is a very useful
feature, especially for crowdsourcing agricultural platforms, such as AgroSense
(www.agrosense.rs), where farmers are inputting new data every day and do not
have high time requirements, as agricultural planning is usually done for at least
a few days in advance.
Training phase could also be added to the algorithm. It would work in the
following way. The feature space could be divided into nk hypercubes, where n is
the number of possible values every feature is allowed to have and k is the total
number of features. The output value would be calculated for centroids of each
hypercube. New samples would then be assigned to the nearest centroid and its
output value would be taken as the output value of the new sample.
In this use-case, WHR operated with one decision variable (variety) and one
output variable (yield). The other features were fixed for a given farm. The
setup could become more general, in a sense that there could be more than one
decision variables. In that case, the selection of training samples that vote for
the histogram would be done based on multiple criteria, i.e. multiple decision
variables. For example, if another decision variable was to be the amount of
fertiliser applied, all the training farms that had the same variety and the same
amount of fertiliser applied would vote for the evaluation farm’s yield.
Further improvements could also be made by introducing more non-linearities
into the system. The first option is to choose another distance weighting function,
such as exponential or polynomial. These could prove more useful, but their optimality would definitely depend on the particular dataset where they are applied.
Another way of increasing non-linearity is by using a kernel function. The idea
here is similar to that used in SVM. WHR which is not very nonlinear would be
applied on the dataset, nonlinearised by a kernel function, or even raised to a
higher-dimensional space.
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Chapter 3
Smart Seed Selection
This chapter consists of work done for Syngenta Crop Challenge 2016, where
it took 4th place. The goal of the challenge was to develop an algorithm for
choosing the optimal portfolio of soybean seed varieties that should be planted
on a given farm to maximise the yield and minimise the risk. Based on the
dataset provided by the organisers, we predicted the yield of each seed variety at
the evaluation farm, using the algorithm described in the previous chapter. The
straightforward solution would be to pick the variety with the highest predicted
yield and to plant it on the whole farm, but this is a very risky strategy. If the
conditions are not perfect for this variety it could fail completely and the farmer
could end up with very low profit. For this reason, one must account for the risk.
Sometimes it is a good strategy to diversify and plant multiple seed varieties on
the same field. In that way, even if one variety fails, there may be others that will
compensate for the decrease. This is the intuition behind the solution, but there
are precise mathematical methods for calculating the optimal trade-off between
the confronted objectives: yield and risk.

3.1

Portfolio Optimisation

Portfolio optimisation is an framework for solving problems with competing objectives. Its roots stretch out to 1952 and the seminal work of Harry Markowitz
called ”Portfolio Selection” [136] in which he introduced the Modern Portfolio
Theory. This theory aims to give an answer to the question of which assets a
decision-maker should invest in and in what amount. It is clear that investors
want to maximise their profits, but what this theory also accounts for is the investor’s risk-averseness. It is, thus, a means to find an optimal trade-off between
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the profit and risk. Essentially, it gives a mathematically sound solution which
diversifies the investment.
Diversification is something that every person intuitively performs on a daily
basis. Although we may have a favourite flavour, we almost always choose two
scoops of ice cream with different flavours, just in case our favourite one is not so
good at this shop. If we are going to the market to buy 2 kg of tomatoes, we often
buy a kilo at two stalls, because it happens that the shop-keeper has received a
batch of low-quality vegetables and we do not want to end up with a lot of rather
bad tasting salad. This principle is even something deeply embedded in folklore.
There is an English proverb saying ”don’t put all your eggs in one basket”, which
is the very essence of diversification. If a person carries 10 eggs in one basket
and he or she drops it, all the eggs will break. However, if the person distributes
the eggs over a couple of baskets, even if he or she drops one, 5 eggs from the
other one will stay intact. The impossibility of two confronted objectives, such
as profit and risk, having the optimal value at the same time is also something
that literally every nation in the world has a notion of. Germans say that ”one
cannot dance at two weddings”, Serbs and Croats that ”you cannot have both
the goatling and the money” and French even go a step further by saying that
”you cannot have the butter, the money from the butter and a smile from the
shopkeeper”, which is essentially something known as ”multi-objective portfolio
optimisation”.
Modern Portfolio Theory [136] lies on two assumptions, which can be even
regarded as common sense:
1. The investor aims to maximise the profit.
2. The investor is risk averse, meaning that for two investments with the same
expected return, he or she will opt for the one with a lower risk.
The process of selecting a portfolio has two stages. The first stage deals with
the prerequisites, i.e. defining the expected return values of assets, their variance
and covariance between one another. These values can be inferred from historical
trends or other prior information or calculated using index models, which account
for the sensitivity of stocks to market movements [137]. The second stage of the
process is concerned with obtaining the efficient portfolios. Efficient portfolios
are those portfolios, which are Pareto-optimal. This means that for a given risk,
there are no portfolios with a higher profit, or equivalently, for a given profit, there
are no portfolios with a lower risk. All possible portfolios are located within the
Markowitz bullet (grey area, Fig. 3.1), while efficient portfolios are located on
the blue line, called the efficient frontier.
A portfolio P is uniquely defined by the portions of assets inside of it, with wi
being the portion of asset i. The expected return of a portfolio (E(RP )) is then
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Figure 3.1: Example of a portfolio. All possible portfolios are located within the
Markowitz bullet (grey area), while the efficient frontier is drawn in blue.

calculated as the weighted sum of expected returns Ri of the constituent assets
(Eq. 3.1).
E(RP ) =

n
X

wi E(Ri )

(3.1)

i=1

Note that as this is a weighted sum, the weights must sum up to one (Eq.
3.2). Another constraint is that the they need to fit the [0, 1] interval. The
only exception is when the investor has an option to borrow additional funds for
further investments or has an option to invest funds in risk-free assets. However,
these cases are not very common in engineering use-cases.
n
X

wi = 1

(3.2)

i=1

The risk of the portfolio is tied to the variance of its expected return (V (RP )),
which is calculated as in Eq. 3.3, where σij is the variance of asset i for i = j and
the covariance between two assets for i 6= j.
V (RP ) =

n X
n
X

wi wj σij

(3.3)

i=1 j=1

The common measure of portfolio risk, or its return volatility, is the standard
deviation of its return σRP , which is in practice used more often than the variance.
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It is calculated as the square root of variance (Eq. 3.4).
p
σ(P ) = V (RP )

(3.4)

To illustrate the effect of diversification, we can take an example of investing
in two assets which have the equal variance. There is no possibility of their
portfolio having a greater risk than the constituent assets. In fact, the only two
cases in which the risk of the portfolio will not decrease is
1. To take 100% of one and 0% of the other asset.
2. To take a portion of asset 1 and a portion of asset 2, with the two assets
being perfectly correlated (σij = 1).
A way to perceive portfolio optimisation is through the prism of searching for
the portfolio with minimal risk for a particular value of profit that we are aiming
at. From the Eq. 3.4 we can see that having low, or even negative covariances
between assets, is very desirable. What this means in practice is that instead
of investing in e.g. two oil companies, it is better to invest in one oil company
and one wind-turbine company, because the turnover of one may be influenced
by Middle East crisis and the other may not. It may be even better to combine
investments from multiple fields, such as energetics and tourism, or agriculture
and sports, as their turnovers are even more likely to be decorrelated.
The last part of portfolio optimisation deals with the choice of a particular
portfolio from the efficient frontier. This is not a straightforward task, as all
portfolios on the efficient frontier are equivalent in terms of Pareto-optimality.
Sharpe advises the investor to opt for the one with the greatest return to risk
ratio [138]. In any case the choice is left to the investor, his risk averseness, prior
knowledge and statistical analysis.
There is only one case where there is a single optimal solution from the efficient
frontier that occurs in the presence of risk-free assets [139]. In this case, the
portfolio is a combination of risky and risk-assets, where the portion of risky
assets is denoted with f and the portion of risk-free assets with 1 − f . Risky
asset is essentially a portfolio from within the Markowitz bullet, while the riskfree assets can be treasuries, government bonds or other assets which the investor
considers risk-free. The return of the portfolio (RP ) is then a linear combination
of returns of risky (RR ) and risk-free (RRF ) assets (Eq. 3.5).
RP = f RR + (1 − f )RRF

(3.5)

All possible combinations of these assets lie along the green line on Fig. 3.2,
which connects the risky and risk-free portfolios.
Note that for a combination of the risk-free asset and an arbitrary risky portfolio, there are other portfolios that are more efficient. These are all portfolios
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Figure 3.2: Example of portfolio optimisation in the presence of risk-free assets.
Linear combinations of risky and risk-free assets lie along the green line.
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Figure 3.3: Capital market line (green). It starts at the risk-free asset and touches
the efficient frontier of risky assets at the point known as the market portfolio.

located above the green line. The efficient frontier for all assets is the line that
starts at the risk-free asset and is tangent to the efficient frontier of risky assets
(Fig. 3.3). This tangent is called the capital market line [139] and it consists of
all efficient combinations of risky and risk-free assets.
The capital market line and market portfolio are identical to all investors on
the market and all of them will invest in portfolios sitting on this line [140]. It is
interesting that points on the capital market line situated right from the market
portfolio are also feasible. For these points f is greater than 100% and 1 − f
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is hence lower than zero. This means that a certain amount of funds must be
borrowed at the risk-free rate, in contrast to linear combinations between the
risk-free and market portfolios, where funding is lent at the risk-free rate. Hence,
there are lending and borrowing portfolios (Fig. 3.3). Although the inclusion of
the risk-free portfolio resulted in one unique optimal combination of risky assets,
it still did not solve the problem of portfolio selection, as the parameter f is left
for the investor to decide on, again based on the prior knowledge and statistical
analysis.
Since the 1950s, there have been many suggestions for improving the Modern Portfolio Theory. First of all, the inputs (returns and covariances) are often
changing in time. The sensitivity of the portfolio to the changes in input estimates is an important factor to be considered [141, 142]. Other factors include
transaction costs and tax effects, trading constraints and constraints in portfolio construction due to regulatory restrictions and client guidelines [141]. The
Modern Portfolio Theory has also been criticised because of the use of standard
deviation as a measure of risk. Other options include using Conditional Valueat-Risk, which better accounts for the tails in distribution [143], asset pricing
model which accounts for the skewness of the distribution [144] or assessment
of the actual distribution of returns based on data [141], which may not follow
the Gaussian bell curve. The problem with these approaches is that they may
require large amounts of data for the estimation of the distributions and also
require complex mathematical models for solving them [141]. Another approach
is based on the fact that investors are not very concerned with returns being
larger than predicted, but they are highly concerned with returns falling below
the predicted values [142]. Therefore, measures that account for this [145] are
sometimes preferred. Also, the risk itself is a sum of complex interaction of various parameters such as inflation risk, deflation risk, default risk, stock-specific
risk and market risk [142] and their further analysis would be beneficiary.
One of the reasons why Markowitz’s Modern Portfolio Theory was revolutionary is that he was the first to recognise the role of risk. Before that, it was
believed that the expected return of a diversified investment is constant, according to the law of large numbers [146]. As this theory was successfully applied in
numerous cases and stood the test of time, Markowitz was awarded the Nobel
Memorial Prize in Economic Sciences in 1990.
In practice, efficient portfolios are found using optimisation techniques. A set
of mean returns is chosen and for each of them, the risk is minimised, subject to
constraints (Eq. refeq:frontier-search).
1
Minimise : w’Σw
2
Subjectto :w’α = α0
w’1 = 1,
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where w is the vector of weights of each asset in the portfolio, Σ the covariance
matrix, α the vector of returns of each asset and α0 the targeted return. This
is usually solved using Lagrange multipliers, as the problem is convex and the
constraints are linear. Using gradient descent or least squares method is another
option, especially in the case of more complex constraints.

3.1.1

Portfolio Optimisation in Agriculture

Portfolio optimisation is usually employed in seed variety selection [147, 148, 149],
where predicted yield corresponds to financial return [113], but there are also
cases of its use for e.g. irrigation decision-making in condition of reduced water
availability [150], forest planning under the effects of climate change [151] and
for selecting optimal mix of tree families [152]. It is always a good strategy to
grow plants that respond differently to different environmental conditions and
thus statistically better cope with weather unpredictability [153]. This is especially important for ensuring yield stability in low-income nations and increasing
drought and pest tolerance of crops [149].

3.2

Smart Seed Selection using Portfolio Optimisation

The problem defined through Syngenta Crop Challenge 2016 was to pick up to
five varieties for the evaluation farm that will maximise the yield and minimise
the risk. Choosing the variety which had the highest predicted yield and planting
it on the whole evaluation farm could bring high income to the farmer, but could
also be very risky, as the high-yielding varieties usually require perfect growing
conditions. Aiming for a slightly lower yield that comes with a much lower risk
is a far better alternative. In order to achieve that, we reached for the Modern
Portfolio Theory. The necessary input consisted of:
1. Predicted yield of each seed variety
2. Variance of yield for each seed variety
3. Covariance between the yields of different seed varieties
We calculated variance and covariance in the following way. The model was
trained on data from 2008 to 2013 and yield was predicted for each farm used in
2014 and each variety (Table 3.2).
Random variable corresponding to a seed variety is denoted with the capital
letter V . We calculated the covariance between every pair of varieties (Vi and
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F1
F2
...
F70

V1
Y1,1
Y2,1
...
Y70,1

V2
Y1,2
Y2,2
...
Y70,2

...
...
...
...
...

V210
Y1,210
Y2,210
...
Y70,210

Table 3.1: Predicted yield (Y ) for each variety and each farm from season 2014.
The first index corresponds to farm number, the second to variety number.

V1
V2
...
V210

V1
c1,1
c2,1
...
c210,1

V2
c1,2
c2,2
...
c210,2

...
...
...
...
...

V210
c1,210
c2,210
...
c210,210

Table 3.2: Predicted yield (Y ) for each variety and each farm from season 2014.
The first index corresponds to farm number, the second to variety number.

Vj ) as the covariance between the two random variables, whose realisations were
known.
cij = E[(Vi − E[Vi ])(Vj − E[Vj ])]

(3.7)

At that point all the necessary inputs were present for calculating the efficient
frontier of portfolio optimisation (Figure 3.4), which encompasses the points representing all the portfolios of seeds that are Pareto-optimal, meaning that there
are no portfolios with the same risk that have a better yield, nor portfolios with
a lower risk for that particular yield.
Choosing the right portfolio is a trade-off between yield and risk. Aiming for
high yield could be very risky and aiming for low risk could bring poor yield. All
portfolios on the efficient frontier are equal in a sense that without stating the
risk averseness of the decision-maker or including additional prior information
it is impossible to tell that one is better than the other. To find the optimal
risk-averseness, we set the portfolio yield threshold (PYT, purple line on Figure
3.5). For each farm in 2014 we chose the portfolio with the lowest risk whose
cumulative yield did not fall below this threshold.
In this particular example, the portfolio consisted of the underlined varieties
in Figure 3.5, also shown in Table 3.3 along with their percentage.
The other threshold we set was the variety occurrence threshold (VOT). We
discarded varieties that occurred too few times to successfully approximate their
PDFs. To estimate the appropriate minimal number of occurrences, we varied
this threshold and analysed the results.
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Figure 3.4: Efficient frontier of portfolio optimisation (blue). Red circles represent
different seed varieties.

Figure 3.5: Optimal portfolio consisted of the underlined varieties
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Variety
v33
v95
v170
v177
v179

Percentage
10.97%
10.98%
45.98%
14.31%
17.76%

Table 3.3: Constituents of the optimal portfolio

Finally, the third parameter we optimised was the covariance matrix multiplier
(CMM). It is estimated that in order to have a reliable covariance matrix, number
of observations per variable needs to be at least one order of magnitude higher
than the number of variables [154]. In this case, there were between 100 and
200 variables, depending on the variety occurrence threshold, with around 150
observations on average. Since the number of observations was insufficient, the
covariance matrix showed higher dependencies. One way to overcome this is
to multiply the matrix by a constant, effectively increasing the variance and
covariance of the varieties.
In order to find the right values of these three parameters, we set up the
optimisation problem. Improvement I at the farm i was calculated as
Ii =

Yportf olioi − Yreali
,
Yreali

(3.8)

where Yportf olioi is the yield of the proposed portfolio and Yreali is the average yield
at that farm. The cost function is defined as the average improvement across all
farms. The only constraint to the optimisation problem was that, according to
Syngenta Crop Challenge rules, there could be up to five varieties planted on one
farm and none of them could cover less than 10% of the land. The optimum was
then found using grid search. All of the possible combinations were tried out and
the one with the lowest cost function was selected as optimum.

3.3

Results

The grid search gave the optimal values of variety occurrence threshold (VOT),
portfolio yield threshold (PYT) and covariance matrix multiplier (CMM). We
took the values for the first two linearly with steps 10 and 0.0025, respectively.
Taking the quadratic nature of variance into account, we chose exponentially
growing values for the matrix multiplier - 100 , 101 , ..., 104 . Optimal sets of
parameters and the values of cost function are shown in Table 3.4. The results
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WHR variant
equ-WHR
con-WHR
unc-WHR
The best result

VOT PYT
CMM
110
0.995
1000
90
0.995
1000
90
0.9925
100
without the use of portfolio optimisation

Mean improvement
4.46%
4.87%
3.46%
0.31%

Table 3.4: Comparison of different WHR variants and the best result without the
use of portfolio optimisation

Figure 3.6: Variety occurrence threshold vs. average yield improvement on test
farms

were compared to the case where portfolio optimisation is not used, i.e. only the
soy variety with the highest predicted yield is chosen.
Mean improvement is visualised with respect to variability of each individual
parameter, while other parameters were left at the optimal point achieved for
con-WHR. In Figure 3.6 we can see that lower values of VOT decreased the
improvement, because they allowed yield PDFs to be modelled based on few
samples. Higher values, on the other hand, allowed for good modelling, but
narrowed the choice of seeds, thus lowering the diversity of varieties available for
portfolio optimisation.
Setting the PYT lower than optimum would have meant that we would be
choosing portfolios with a lower risk, but with a low yield as well. Yet, setting
the threshold too close to 100% would have meant that we would be choosing
only the most promising seed variety, with perhaps a small portion of other ones,
which would be very risky and decreased yield in the long term (Figure 3.7).
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Figure 3.7: Portfolio yield threshold vs. yield improvement

Biggest improvement
Biggest decrease
Mean improvement
Percentage of farms which witnessed improvement

23.02%
-8.18%
4.87%
82.86%

Table 3.5: Statistics for test farms

The far right point (100%) shows essentially the value of improvement without
portfolio optimisation (0.31%).
Figure 3.8 illustrates the influence of CMM. Too low CMM left too small
values in the covariance matrix, making us too confident in the predicted yields.
With such a covariance matrix we would choose only the most promising variety
with perhaps a small portion of others that lower the insecurity. Too high CMM
resulted in too big portion of the ”backup” varieties taking the focus off the most
promising one.
The statistics for test farms from 2014, are shown in Table 3.5. We see that
our method brought improvement to more than 80% of farms. There were ones
where the portfolio yield was below average, but on the other hand, there were
farms with the yield improved for as much as 23%. In Figure 3.9, we showed the
difference between average yields on the test farms and yields of the portfolios.
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Figure 3.8: Covariance matrix multiplier vs. average yield improvement on test
farms

Figure 3.9: Portfolio yield (blue circles) vs. average yield at test farms (red
circles)
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3.4

Discussion

Comparing the yield increase achieved with the proposed method to the yield
increase achieved by choosing only the seed variety with the highest predicted
yield, we showed that our method outperforms the rival one. The increase in
yield using portfolio optimisation is 15 times greater than the increase without its
use. This proves what farmers intuitively know, that diversifying the investment,
i.e. spreading the risk over a few seed varieties, is a wise strategy. In terms
of risk decrease, the extreme case of diversification is planting all available seed
varieties on a farm. It includes those varieties that are suitable for the particular
weather and soil conditions and those that are not and these extras and losses in
yield approximately even out. Although not feasible in practice, such a strategy
decreases the risk and it is exactly what we compared our portfolio to. The fact
that our seed selection strategy managed to have an even lower risk than the
maximally diversified solution confirms its effectiveness and high potential for
practical use.
It is important to mention that not all seed varieties were planted at all test
farms. Often, varieties recognised as the most promising were not planted. They
could not be considered in portfolio optimisation, because their true yield could
not be calculated and hence they would lack the evaluation. We thus believe that
our results would be even better if more data was available, especially for soy
varieties which were planted on only a few farms. The sparsity in the dataset
was also the reason for not calculating the covariance matrix from the historical
data, but from the predicted values of yield at a range of test farms. Besides
applying portfolio optimisation in a novel use-case, this is the biggest scientific
contribution of this chapter.
Practically speaking, in agriculture, achieving high yield is not truly a problem, but it comes at a price of high investments in irrigation, pesticides and
mechanisation and using more agro-chemicals has a bad influence on sustainability of the production. The biggest advantage of the method proposed in this
chapter is that the yield can be significantly increased with no additional costs
and no additional agro-chemicals used. This is its main advantage and its unique
commercial selling-point. A recommendation system smart seed selection could
be set up that aids farmers in decision-making. The farmers could input information about the soil properties and performance of seed varieties in previous years
at their farm and receive the recommendation which seed varieties to plant the
next year. It would have a strong feedback. The more people use it, the more
data will be available and consequently the system would be more precise and
give better recommendations. Once set up, this feedback loop can only grow in
size for the benefit of both farmers and the world’s growing population which
requires more and more food. Therefore, we believe that our work was a valuable
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contribution to Syngenta Crop Challenge and is applicable for any other practical
case where historical data is available.
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Chapter 4
Supply Chain Optimisation
The majority of this chapter is concerned with the research conducted for Syngenta Crop Challenge 2017. Unlike the previous year, where the goal was to
optimise the problem of seed selection from the farmer’s perspective, here, the
goal was to optimise the problem from the perspective of distribution. There are
numerous retailers across the US and every year they need to make the decision
which seed varieties they will have in stock to resell to the farmers. This is a very
important decision, as having too large quantity of a seed variety that no one will
buy is a huge waste of resources. On the other hand, having insufficient amount
of a seed variety that is on demand is a wasted opportunity to earn money and
may even lead to the loss of trust in the farming community. Having a small
amount of stocks and ordering more from a larger distributor is not an option,
considering that the period within which soybean is planted lasts for no more
than two weeks. In this period the whole distribution chain is overloaded, so
the dispatch would probably not arrive in time. For this reason, predicting the
demand and securing the supply is one of the essential problems in agriculture.
The first step towards selection of varieties for the retailer was preprocessing
of data, where feature selection and filling the gaps in data took place. The next
was yield prediction, while in the last step risk was counted in. The amount
and deviation of yield were the only decision criteria for seed selection. In the
last step, results were aggregated across all of the 6,490 subregions and up to
5 varieties were selected with contributions of at least 10%, according to the
Challenge rules.
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Figure 4.1: Region of the United States where data was acquired.

4.1

Data

We had Experiment and Region dataset at our disposal. Experiment dataset
represented the knowledge about performance of 174 soybean varieties under
different weather and soil conditions and it was intended for model training and
testing. It consisted of 82,036 observations made between 2009 and 2015 at 205
farms in the Midwestern United States (Figure4.1). As the data itself is subject
to NDA signed between the author and Syngenta, the data can be displayed only
in statistical and aggregated form (Appendix B).
The second one was Region dataset. It included the information about weather
and soil conditions for years ranging from 2001 to 2015, in the region where proposed varieties would be planted. The growing region consisted of 6,490 subregions of size 36 mi2 . Combined, they formed a territory roughly the size of France
allowing for drastic weather variability. In this part of the world, extremely hot
summers and harsh winters happen frequently. Rain is also common, especially
in the eastern part of the Midwest. Features, along with their explanations, are
shown in Table 4.1. All of them were included in Experiment dataset, while region dataset did not include information about yield, check yield, yield difference,
soil class and planting date.
Growing season in which weather measurements were aggregated was defined
as the period between 1st April and 31st October. Both Experiment and Region
datasets contained soil productivity index (PI) which referred to the potential of
planted crops to have good yield on that particular soil. According to PI, soil
was ranked using numerical values ranging from 0 to 19, with 0 denoting the least
productive and 19 denoting the most productive soil type [155]. This measure
was independent of landscape and geographic position, as it incorporated only
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Table 4.1: List of features and their explanations

Feature
Yield
Check yield
Yield difference
Year
Planting date
Geographic coordinates
Temperature
Precipitation
Solar radiation
CEC
pH
Organic matter
Soil class
Clay
Silt
Sand
Area
PI

Explanation
Amount of grain per unit of land
Commercial variety’s yield used as performance benchmark
Difference between yield and check yield
Year in which the variety was planted
Planting date
GPS latitude and longitude of the farm or region
Sum of daily temperatures in C ◦ in growing season
Sum of daily precipitations in mm in growing season
Sum of daily solar radiation in W/m2 in growing season
Cation exchange capacity
log of H+ concentration in soil
Percentage of soil made up of organic matter
Soil class category
Percentage of clay in soil
Percentage of silt in soil
Percentage of sand in soil
Probability of growing soybeans in the subregion
Soil productivity index

Features available in the Experiment dataset are listed in the left column, while
their explanations are located on the right.

soil taxonomy information. Weather and soil data were obtained from European
Centre of Medium Range Weather Forecasts (ECMWF) and Soilgrids website
[156], respectively, while the source for area parameter was USDA-NASS [157].
Soybeans are generally tolerant of poor soil, but grow best in well-drained soil
rich in organic matter with pH around 6.5 [158].
The amount of data for each variety was unequal. Some varieties and farms
were more present in the Experiment dataset and others less. There were missing
observations for planting date and PI in Experiment dataset. Due to the absence
of planting date and soil class in the region dataset, these features were not used
in the analysis, while the missing values of PI were substituted with the mean of
all the existing PIs.
Instead of using absolute yield difference, we used the relative measure of it,
i.e. the ratio between yield and check yield. It indicated whether the commercial
variety was outperformed or not and by how much. Varieties that constantly
had worse yield than commercial ones were filtered out. Optimal yield difference
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Figure 4.2: Elimination of varieties using yield difference threshold.

threshold (YDT) was obtained through brute force optimisation. YDT was varied
between 0.8, where no varieties were eliminated and 1.05, where only 10 varieties
left (Figure4.2). Filtering out more varieties would suppress diversity in the final
selection. The objective function for YDT optimisation is explained in more
detail in a following section.
There were samples with the same location, planting date and variety, but
with different yield which would cause ambiguity in the learning process. Such
observations were merged into one observation with the yield equal to the mean
yield of all of them. In this way, final number of samples fell from 82,036 to 19,432.
Further insight into the dataset is given in Supporting information. Histograms
of features and yield statistics of the preprocessed dataset are given in S1-16 and
S17-19, respectively.

4.2

Yield Prediction

In order to select varieties according to the first criterion, i.e. the amount of
yield, we needed to have a reliable prediction of their yields, for what we needed
a model. The model input consisted of features shown in Table 4.2.
Models were constructed using some of today’s most popular methods of machine learning, namely: multiple linear regression (MLR), random forest (RF),
support vector machine (SVM), k-nearest neighbours (k-NN), artificial neural
network (ANN) and weighted histograms regression (WHR).
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Table 4.2: Features that were considered

Variety
Year
GPS latitude
GPS longitude
pH

CEC
Organic matter
Clay
Silt
Sand

Temperature
Precipitation
Solar radiance
Area
PI

List of features considered in the analysis, after removal of the ones that were
not present in the Region dataset (check yield, yield difference, planting date
and soil class).

4.3

Weather Scenarios

Throughout the years, soil properties change considerably slower than weather
conditions, which are different from one year to another. We therefore took
weather as the main source of risk in soybean production. Other sources of risk
include occurrence of plant diseases or animal pests, farmer’s budget for fertilisation, efficiency of agricultural machinery etc., but this aspect was not considered
in the Challenge. Weather conditions can be understood as realisations of climate, which is the random variable in this case. We refer to weather conditions in
one year, i.e. one realisation of climate variable, as one possible weather scenario.
Next, we make two assumptions.
1. There are no other weather scenarios, but the 15 present in the region
dataset.
2. All of the 15 weather scenarios are equally probable in the next year.
Since the model was trained on weather data as well, we had a reasonably
accurate prediction for each weather scenario. Based on the aforementioned assumptions, we calculated the next year’s predicted yield as the mean value of
predicted yields for the 15 weather scenarios. We cannot know for sure what the
weather is going to be like next year, but this approach allowed us to consider a
number of possible outcomes. Another advantage of weather scenarios was that
they allowed us to observe covariance between different varieties. Considering the
significance of risk avoidance it is a good strategy to invest in decorrelated assets
[136], i.e. to choose decorrelated varieties in the problem of seed selection. For
each variety, there was a vector of predicted yields for each weather scenario. By
comparing the yield vectors of two varieties we could infer if there is similarity or
discrepancy in their performance in different weather scenarios. Covariance was
calculated for each pair of varieties, effectively forming a covariance matrix.
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4.4

Global Sensitivity and Uncertainty Analyses

The main problem with modern machine learning techniques is that they are essentially black box models. This means that rather than explaining phenomena,
they only give outputs for sets of inputs. While linear regression, for example,
allows us to easily comprehend the relationship between input and output parameters, advanced machine learning models are very difficult to analyse, due to
a high level of non-linearity inside of them. Thus, the influence of different input
parameters on output and their interaction between one another are quantified
indirectly, through global sensitivity and uncertainty analyses. In particular, uncertainty analysis explores the possible values of outputs under the uncertainty
of input factors. Probability density functions (PDFs) are assigned to inputs and
the output value is calculated for a number of points from the input space, sampled following a Monte Carlo procedure. In this paper, we used uniform PDFs
bounded by minimum and maximum values of features to simulate their uncertainty. After performing Monte Carlo experiments, a distribution of output values
is generated, which reveals details about the possible outcomes of yield prediction. Whereas uncertainty analysis gives an estimate of the scope of the output,
sensitivity analysis gives a more detailed insight into the relationship between
individual input factors and output, as well as the interdependencies between
the input factors. The two most popular methods for conducting both analyses
were developed by Morris [159] and Sobol’ [160]. Morris method [159] is based on
elementary effects analysis. It involves observation of the change in output due
to variation in input factors, one at a time. Since the input factors generally have
a different effect on the output in different points of the input space, elementary
effects are calculated in a number of points, sampled either as vertices of a Latin
hypercube or following a random algorithm [161]. The direct influence of an input
factor on output is expressed as the mean absolute value of the elementary effect
(µ∗ ) [162], while its standard deviation (σ) indicates the level of interaction with
other factors [159]. Although Morris method is performed in various locations
of the input space, it is a one-at-a-time method and cannot be considered truly
global. Sobol’ analysis, on the other hand, is a variance-based technique, which
means that it decomposes the variance of the output into a sum of individual
input variances and variances of their combinations [160]. Total influence (total
sensitivity index) of the i-th factor (STi ) is then calculated as [163]:
STi = Si + SIi ,
where Si and SIi are first-order sensitivity index and interaction index, respectively. Their interpretation is somewhat similar to µ∗ and σ from Morris method.
First-order sensitivity index gives a measure of the direct influence a factor has on
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the output, while interaction index gives a measure of sensitivity of output to this
factor combined with other ones. However, unlike the Morris method which gives
a qualitative sensitivity estimates, Sobol’ method gives a quantitative measure
of sensitivity. Furthermore, because of the in-depth study of mutual interactions
between factors, it is indeed considered global. The only problem is that Sobol’
method is computationally very expensive. As all factor combinations need to be
calculated, its complexity grows exponentially with the number of factors. Nevertheless, there are efficient algorithms which give robust estimates of sensitivity
indices with reduced complexity. Modified Sobol’ method, introduced by Saltelli
[164] requires only M (2k + 2) simulations, where k is the number of factors and
M is usually a value between 500 and 1000 [161]. It is capable of calculating first,
second, total and k − 2-nd index at once. However, global sensitivity analysis
can still be time-consuming. For that reason, Morris method is usually used for
screening. It is capable of identifying the most important factors in only r(k + 1)
simulations, where k is the number of factors and r an integer between 4 and
10 [161]. After screening of the factors, variance-based analysis is performed
on the most important ones to give a more precise estimate of their sensitivity
[161, 165, 166, 167, 168].

4.5

Portfolio Optimisation

The entries needed for portfolio optimisation are mean return of the assets and
covariance matrix. In this case, we used predicted yield instead of the mean
historical yield to better model the system and covariance matrix. They were
calculated for each of 6,490 subregions. Next, portfolio optimisation was performed on the subregion level using these two inputs. Portfolio does not give a
single optimal solution for the problem of selection, but a number of different solutions, located on the efficient frontier (Figure4.3). Each point along this curve
represents one Pareto-optimal portfolio. What this means is that for a given risk,
there is no portfolio with a higher yield and, for given yield, there is no portfolio with a lower risk. The risk shown on the graphs is essentially the standard
deviation of yield.
Difference between risky and high-yielding portfolios on one hand (red), and
stable but lower-yielding ones on the other (blue) is illustrated in Figure4.4.
This approach was particularly suitable for the problem stated in Crop Challenge because it leaves the possibility of choosing a different suboptimal portfolio
for each characteristic profile of farmers in the region. Risk-averse farmers can
therefore pick the low-risk portfolios, while more ambitious farmers can pick the
risky, but high-yielding ones. PI value at a farm was a good measure of farmer’s
willingness to take a risk. Farmers who have productive farms are less likely to
fail than those who have less productive farms. Therefore, they can afford to
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Figure 4.3: Example of efficient frontier. Blue line denotes the efficient frontier
made of 100 Pareto-optimal portfolios. Red points stand for individual varieties.

Figure 4.4: Two varieties with different predicted yield and risk. Blue curve
shows a lower-yielding stable one and red shows higher-yielding risky one.
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take chances more than those with less productive farms, whose yield can be
very disappointing if they take a risk. PI was thus incorporated in the portfolio
optimisation as a measure of farmer’s risk aversion. Since the maximal value of
PI was 19 and minimal 0, we divided the risk linearly into 20 levels between its
minimal and maximal value on farms (Figure4.5).
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Figure 4.5: Efficient frontier divided into levels according to PI. Grey points
signify portfolios for characteristic PI values.

In this way, we obtained an optimal portfolio for every subregion. In the next
step, we formed a 2D matrix, which contained percentual contribution cj,i of each
variety i in each subregion j, as in Table 4.3.
For every variety i the weighted average of contributions was calculated across
the subregions (xi in Table 4.3), with respect to the ”area” parameter and then
normalised, to keep the sum of x’s at 100% (Equation 4.1). This parameter
indicated the size of area under soybean inside a subregion and, the larger the
area, the bigger share did it have in the sum.
P6490
j=1 areaj × cj,i
xi = P
(4.1)
∀m,n aream × cm,n
Now, we had contributions of each variety in next year’s planting strategy
and, lastly, varieties with contributions below 10% were discarded and the ones
that remained were once again scaled to sum up to 100%.

55

4.6 Results

Table 4.3: Contribution of N varieties in portfolio of each subregion.

Location
Subregion 1
Subregion 2
...
Subregion 6490
P6490
1

Variety 1 Variety 2
c1,1
c1,2
c2,1
c2,2

...

..
c6490,1

c6490,2

x1

x2

Variety N
c1,N
c2,N

.

.

c6490,N
...

xN

Each row represents the optimal portfolio for the corresponding subregion.
Contribution of a certain variety in the portfolio is denoted by ci,j , where i
stands for subregion and j for variety. All contributions within a row must sum
to 100%. Contributions of each variety were aggregated across the subregions,
according to the area parameter, thus taking into account the size of
agricultural land under soybeans inside a subregion. Lastly, the aggregated
contributions were normalised, so that xi stands for the percentage of variety i
in the optimal portfolio for the whole Midwest region.

4.6

Results

Two parts of the solution were evaluated separately - yield prediction and seed
selection. In the end, the complete algorithm was carried out and the resulting
seed varieties are shown in the last section.

Yield prediction
Different regression methods were validated using leave-one-year-out method and
the results are shown in Table 4.4 in descending order, according to RMSE.
Random forest proved to be the best in terms of both error and correlation
coefficient. Therefore, we used it in all instances where yield prediction was
needed.

Global sensitivity and uncertainty analyses
Global sensitivity and uncertainty analysis were performed using SALib, an opensource Python package [169]. The results of 160 Morris simulations (k = 15, r =
10) are shown in Figure4.6.
All the factors are located above the dashed line, meaning that they influence
the output through interaction with other factors more than on their own. Three
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Table 4.4: Comparison of different machine learning methods.

Classifier
ANN
k-NN
MLR
SVM
WHR
RF

RMSE [bu/ac]
32.10
14.10
11.25
11.04
10.49
10.43

MAE [bu/ac]
28.13
11.09
8.97
8.73
8.23
8.21

r
10.86%
18.15%
18.75%
15.96%
33.16%
37.51%

ρ
12.83%
17.60%
16.97%
11.89%
34.69%
36.45%

Figure 4.6: Results of Morris method. Horizontal axis represents the factor importance, i.e. the amount of direct influence of a factor on output, while the vertical
axis represents factor interaction, i.e. the amount of influence in combination with
other factors. Dashed grey line σ = µ∗ represents points with equal direct and
indirect influence on output.

clusters are visible in the graph. The first one contains factors with high importance (silt, longitude, latitude, precipitation, temperature), medium-importance
factors (variety and solar radiance) are located in the second one, while the third
one contains low-importance factors (organic matter, PI, area, year, pH, CEC,
sand and clay). The first two clusters containing the 7 most important factors
were selected for a more in-depth (Sobol’) analysis.
Global sensitivity analysis was performed on the selected factors using 8192
Sobol’ simulations (k = 7, M = 512). The results are shown in Figure4.7.
As was the case with Morris method, the interaction between factors dom-
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Figure 4.7: Results of Sobol’ method. a) First order index (direct influence on
output); b) Interaction index (influence in combination with other factors); and c)
Total order index (total influence on output).
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Figure 4.8: Indirect versus direct influence of factors on output. Indirect versus
direct influence of factors on output, calculated using Sobol’ method. Horizontal
axis represents the first order index, i.e. the amount of direct influence of a factor
on output, while the vertical axis represents interaction index, i.e. the amount of
influence in combination with other factors. Dashed grey line SI = S represents
points with equal direct and indirect influence on output.

inates over their direct influence on output (Figure4.8). The ranking order of
factors in terms of importance has slightly changed, but the overall sensitivity to
factors is very similar.
One more advantage of Sobol’ over Morris method is that it allows for calculating the second order indices, which correspond to pairwise interaction between
factors. A clear and intuitive visualisation of interactions, as proposed in [165],
is shown in Figure4.9.
For uncertainty analysis, we used the results of Monte Carlo simulations performed for Sobol’ global sensitivity analysis. Probability density function and
cumulative distribution function (CDF) of the outputs are shown in Figure4.10.

Seed selection
Three different seed selection strategies were compared and their performances
were measured on Experiment dataset:
1. Selection of the best variety
2. Selection using portfolio optimisation with farm’s PI value
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Figure 4.9: Sobol’ factor interaction. Circle diameter, red horizontal line length
and blue vertical line length are proportional to total order, first order and interaction index, respectively. Second order index between two factors is proportional
to the width of the grey edge that connects them.

3. Selection using portfolio optimisation with globally optimal risk threshold
Just as the yield prediction, they all were validated using leave-one-year-out
method.
Selection of the best variety.
Here, the strategy was to pick a single best variety for all subregions, or all experiment farms in the process of method evaluation. This is the most basic strategy,
as it relies only on predicted yield and does not include portfolio optimisation.
First, regression model was trained on six years and yield was predicted for the
remaining year, but only for those farm-variety combinations for which the real
yield was actually measured. In this way we could assess our selection by comparing the true yields of selected and non-selected varieties. Two vectors were formed
- p~ and ~r. They both had as many elements as there were varieties planted in
that year. Each element of vector p~ represented the predicted yield of a particular
seed variety i. The predicted yield was actually the average value of predicted
yields ŷ across all farms where variety i was planted (Fi ), weighted by the area
parameter of these farms (Equation 4.2).
P
i
j∈Fi areaj × ŷj
P
pi =
(4.2)
j∈Fi areaj
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Figure 4.10: Results of uncertainty analysis. a) Probability density function
(PDF); b) Cumulative distribution function (CDF).

Similarly to p~, each element of vector ~r was the real yield y of seed variety i,
again averaged across farms where this variety was planted (Fi ) and weighted by
the area parameter of farms (Equation 4.3).
P
i
j∈Fi areaj × yj
ri = P
(4.3)
j∈Fi areaj
The best variety was picked as the one that had the largest predicted yield,
i.e. vbest = argmax(~p). As our goal was to pick the seed variety that was better
i

than the others, real yield of this variety was compared to the mean real yield
of all varieties planted in that year. Improvement Q, that selection of the best
variety brought was, hence, calculated as the mean improvement that the best
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variety brought in all years.
2015
X
~rl [argmax(~pl )]
Q=
mean(~rl )
l=2009

(4.4)

The biggest improvement Q of +6.72% with the risk (standard deviation) of
7.52 bu/ac was achieved for YDT of 1.05 (Figure4.11). Results for values of YDT
between 0.8 and 0.99 are not shown because they are exactly the same as for 0.99.

Figure 4.11: Improvement Q of the best variety method for different values of
YDT.

Selection using portfolio optimisation with local risk threshold.
With this strategy we assume that each farmer intends to plan the optimal selection of varieties for his/her farm, with respect to farm’s PI value. This is the
realistic approach in which farmers choose optimal solutions for their own farms
without having concerns about the global profit of farmers in the region.
We aggregated the contributions of varieties across all farms and picked the
ones that bring the best overall improvement. Besides the predicted yield, portfolio optimisation requires covariance matrix as an input. There were two problems
with the covariance matrix. The first was that it could not be calculated using
just the historical data. Some pairs of varieties had never been planted on the
same farm or even in the same year. For this reason, covariance was calculated
on predicted yields. This meant that for each variety in the test year, we needed
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Figure 4.12: Calculating covariance matrix from the ”prediction cube”. a) Prediction cube; b) 2D matrices vectorised; c) Remaining data after removal of incomplete
pairs.

to have its samples in the training dataset, so that we could train the regression
model for that particular variety. There were varieties that were only planted in
one year. For these reasons, we calculated the covariance matrix on predicted
yields for all years, without validation, in the following way. We predicted the
yield for all possible combinations of years, farms and varieties, for which this was
feasible, thus forming a ”prediction cube” (Figure4.12a). Covariance of a pair of
varieties was calculated as the covariance between two corresponding layers of the
cube. These layers were essentially matrices that consisted of predicted yields of
one variety in all farms and all years. The matrices were vectorised (Figure4.12b)
and if one of them had an empty value (white square in Figure4.12b), this element was removed from both vectors (crossed squares in Figure4.12b). Finally,
covariance between two varieties was calculated as covariance between the two
resulting vectors (Figure4.12c).
A table similar to Table 4.3 was formed. The only difference was that instead
of 6490 rows for each subregion, there was a row for each of the M farms in test
year (Table 4.5).
Table 4.5: Contribution of N varieties in portfolio of each farm.

Location
Farm 1
Farm 2
...
Farm M
P

Variety 1 Variety 2
c1,1
c1,2
c2,1
c2,2

...

..
cM,1
x1

cM,2
x2

Contributions were aggregated across farms.
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Variety N
c1,N
c2,N

.

...

cM,N
xN
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Up to five best varieties were selected with contributions of more than 10% and
the others were discarded. Contributions of the varieties that left (v̂1 , v̂2 , ..., v̂K , 1 ≤
K ≤ 5) were once again normalised to add up to 100%. Portfolio yield in year l
(Yl ) was then calculated as
Yl =

K
X

yk × x̂k ,

k=1

where yk is the real yield of each variety v̂k in year l and x̂k is variety’s contribution
in portfolio after normalisation.
Just as with the strategy of picking one most promising variety, improvement
Q that this approach brought was calculated as the mean improvement over the
years that portfolio optimisation brought comparing to the mean yield ml in the
corresponding year (Equation 4.5).
2015
X
Yl
Q=
ml
l=2009

(4.5)

This approach was the one used on the region dataset for getting the optimal
selection of varieties for the whole region, considering each subregion’s PI. In the
process of strategy evaluation, subregions were substituted by farms and hence
instead of subregions’ PIs we chose portfolios according to farms’ PIs. The optimal value of YDT was obtained by brute force optimisation. This parameter
took values between 0.8 and 1.05 and 1.04 proved to be the optimal value. Figure4.13a shows the objective function between 0.9 and 1.05 with step 0.01. For
YDT below 0.9 the function had the same value as for 0.9 and for values greater
than 1.05, Q could not be calculated, because too many varieties were discarded,
leaving certain years without any varieties that the algorithm could select. The
optimal value was 1.04 and it brought yield increase Q of 7.91%, with risk of 7.60
bu/ac.
Selection using portfolio optimisation with globally optimal risk threshold.
The goal of this approach, with globally optimal PI, was to show the full potential
of portfolio optimisation in terms of yield increase. In this case we show what the
yield would be like if seed selection was centrally managed for the whole region.
Besides YDT, another parameter that was varied was PI, which was now the same
for all farms. Optimal YDT and PI values were found using brute force search,
as the ones which gave the highest Q. As with the previous method, YDT was
chosen from range 0.8 to 1.05 with step 0.01, while PI took the values from 0 to
19, with step 0.25. The optimal YDT proved to be 1.03, while the optimal PI
was 18.25. With these parameters, yield improvement was 9.53% and risk 7.96
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bu/ac. The objective functions where one parameter is fixed and other varied are
shown in Figure4.13b and Figure4.13c.
Final selection
In order to give the answer to the problem stated in the Syngenta Crop Challenge,
we analysed the Region dataset and inferred the optimal selection of seeds for
the American Midwest. According to the methodology elaborated in this work,
we predicted the yield, performed portfolio optimisation and aggregated the contributions of varieties across all subregions. We performed portfolio optimisation
using local PI values and optimal YDT for this method, as it is the best solution
for a region with a multitude of farmers who select seed varieties individually, on
a local scale. This left us with four varieties shown in Table 4.6 along with their
percentages in the final selection.
Table 4.6: Final selection of seeds for the whole region.

Variety
v̂1
v̂2
v̂3
v̂4

Percentage
65%
12%
12%
11%

From the point of view of seed distributors it is very important to know
what will be the demand for particular seed varieties not only across the whole
region, but also on a smaller scale. In that way they could plan their supplies for
different distribution centres. Based on the results of seed selection they can have
an insight in which varieties will be needed in certain area and in what amount.
They can adjust their supplies accordingly and thus minimise transport of seeds
between the distribution centres and avoid situations where they are in lack of
some seed variety or have a huge stockpile of soybean seeds that they cannot sell.
The spatial distribution of the selected seed varieties was drawn in QGIS [170]
over the OpenStreetMap layer [171] (Figure4.14).

4.7

Discussion

The aim of this work was to develop a strategy for selection of soybean seed varieties. The selected varieties would be distributed across the Midwestern United
States before the planting season. Further transport of seeds between storage
and distribution centres should be as low as possible.
First, we needed to predict the yield of different varieties across the region.
For the purposes of training and testing of regression algorithms we used the
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Experiment dataset, which, besides weather and soil data, included the yield.
Due to its robustness to diverse data and efficiency in handling categorical data,
such as seed variety, random forest proved to be the best algorithm in terms of
both error and correlation coefficient. Some had issues with non-linearity of data
(MLR and SVM), while others could not handle well the high dimensionality of
the problem (k-NN and SVM).
Modern machine learning gives far better results than traditional regression
techniques, such as linear or higher-order polynomial regression. However, the
problem with them is that, due to high non-linearities, it is impossible to trace the
interaction between input parameters and their individual influence on output.
Global sensitivity and uncertainty analyses provide the means for exploring the
”black box” model and explaining the mechanism behind it. Uncertainty analysis showed that the outputs of the prediction model are distributed following
a unimodal distribution with a great deal of resemblance to Gaussian function,
which is in accordance to the empirically acquired yield distributions. Results
of Morris method reveal that soil parameters are generally less important than
others, with exemption of silt content, which is one of the most important factors,
along with the location of the farm and weather parameters. Sobol’ analysis gives
a more precise insight in the sensitivity of the model to the 7 factors chosen after
screening. Latitude proved to be the most important feature, which is in line
with classification of soybean seeds according to their relative maturity group.
Namely, the US territory is divided into belts stretching from east to west, where
the recommended relative maturity group changes with the latitude of the belt.
Later-maturing varieties require longer time to advance through growth stages.
This gives them advantage over the sooner-maturing varieties, as they are left
with more time to utilise solar energy and exploit minerals from the soil, thus
usually achieving higher yields. However, their downside is that the longer growing season imposes the risk of being hit by an early frost or even snow, which is
why they are usually planted in southern parts of the US. It would be very beneficial to include relative maturity group of varieties in the analysis, from points of
view of both yield prediction and risk assessment. As this kind of information was
not included in the dataset, we were able to include this aspect of growing soybean
only indirectly, through relationship between variety and latitude. The second
most important feature is temperature. Soybean grows best in warm weather,
but warm weather also requires enough of water for evapotranspiration of plants.
We assume that this principle is encapsulated in substantial interaction between
temperature and precipitation. Even though longitude on itself may not be the
most important factor, the strongest interactions are, in fact, witnessed between
it on one side and temperature and latitude on the other. This is probably due to
the fact that climate is directly related to the position of the farm, i.e. the further
it is to the west and north, the lower the temperatures are. Another relationship,
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between farm’s location and weather, is observed through the considerable interaction of latitude and solar radiance, which is in accordance with the fact that
in temperate climate zones southern areas generally receive more sunlight than
areas in the north. As for the soil parameters, except the silt content, none of
them proved to be very indicative of yield. This could be a consequence of the
soybean properties, i.e. that soybean grows well in all soils, but could also be a
consequence of bias in the dataset. Farms may have been chosen specifically for
their soil parameters, which are optimal for growing soybean, so there may be a
lack of soil variability in the dataset. High importance of temperature, precipitation and solar radiance witnessed in the analysis means the yield was highly
affected by weather conditions, thus justifying the weather scenarios approach.
Lastly, although the choice of variety was not as important for the model as were
the other parameters, it is interesting to note that it had interaction with every
other feature. This means that the relationship between genotype and the environment is very complex and that there are various factors influencing its growth.
Genotype-environment interaction in agriculture is usually analysed by applying
AMMI (additive main effects and multiplicative interaction) model [172, 173] on
data from randomised block experiments. This model, however, was not suitable
for the dataset that we had at disposal, mainly due to the sheer size of the data.
There were 174 genotypes planted on some of 205 farms in 7 years, which is an
exceptionally large number of both genotypes and environments to be considered.
Furthermore, the dataset was unbalanced, i.e. not all varieties were planted in
all years on all farms. Thus, due to the missing genotype-environment combinations, modified version of the algorithm would have to be used. Another problem
with AMMI analysis is that it is oriented towards concluding which environment
a genotype is suitable for, while in this research we needed to precisely predict
the yield of each variety in each environment, so that in the next step portfolio
optimisation could be performed.
It would also be interesting to include genetic information about varieties in
this study. It could reveal which parts of the DNA are responsible for particular
plant traits, pest resistance or drought tolerance. Furthermore, this would lead
researchers towards quicker and more efficient breeding of new varieties. As DNA
sequences were not included in the dataset, the performance of varieties in different weather and soil conditions was inferred from the data using machine learning.
Thus, it was machine learning models that represented the knowledge acquired
about the relationship between genotype and the environment. Similar dataset
which included genetic information was provided also by Syngenta, through another challenge, Syngenta AI Challenge [174]. However, the varieties analysed in
the two challenges are not the same, so the datasets are not complementary and
thus require a separate analysis.
Based on predicted yields, three different approaches to seed selection were
tested. The first one was to select just the best variety, i.e. the one with the
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highest predicted yield. Other two approaches included portfolio optimisation of
varieties for each farm using local PIs and one globally optimal PI, respectively.
Contribution of each variety in portfolios was aggregated for all farms and the
final portfolio of up to five best varieties was constructed. The yield of the final
portfolio was then compared to the mean yield of seed varieties. The results for
all three approaches are shown in Table 4.7.
Table 4.7: Comparison of methods for variety selection.

Method
The best variety
Portfolio optimisation (local PI)
Portfolio optimisation (global PI)

Q
6.72%
7.91%
9.53%

Risk [bu/ac]
7.52
7.60
7.96

The best variety approach served as a benchmark. It had a slightly lower risk
than the other ones, but the improvement was lower as well. However, the biggest
drawback of this approach is that it does not allow the farmer to define the exact
amount of risk he or she can take. This was overcome by the portfolio optimisation approach, where the local PIs were used. The risk increased for negligible
1%, while the improvement increased for 17% comparing to the benchmark, thus
justifying the use of portfolio optimisation in seed selection. At last, the global
PI approach showed the full potential of portfolio optimisation in this problem.
It brought the biggest improvement, 26% above the benchmark, with the increase
in risk of just 6%. It showed that if all farms had their seeds chosen according
to some global strategy, the whole region could prosper. Although this approach
would have many practical obstacles, due to different risk profiles of farmers and
possibly unfair centralised decision system, its potential should be further investigated, possibly with the involvement of insurance companies. Another subject
of future work should be development of a more accurate yield prediction model.
Although the one used in this work did manage to serve as a good basis for the
seed selection algorithm, there is still room for improvement. It could be achieved
either by using a larger dataset or by incorporating the agricultural knowledge
in regression, possibly through the use of graphical models. Research could also
be continued in the direction of choosing the optimal soybean varieties for the
future considering the effects of climate change. Their performance will definitely be affected by the global temperature rise and changing weather patterns,
so this can be a good starting point for long-term planning. One more aspect
that could be covered in further studies is variety’s resistance to pests. Such
information could be included in portfolio optimisation, as resistance to diseases
is an important contributor to the risk associated to a variety. Furthermore, the
risk could be spatially adjusted, according to the spread of a disease throughout
the Midwest, so that the more resistant varieties are selected at locations where
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disease is more likely to strike. However, the available dataset did not include
information about the resistance to diseases. Finally, future work could be concentrated around other decision variables besides yield. The additional variables
could include nitrogen-fixation ability, protein and oil content of produce and its
price on the market. As was the case with the resistance to diseases, this type of
analysis requires additional data, which we did not have at our disposal.
Considering the capability of our method to select appropriate high-yielding
seed varieties for the region based on the state-of-the-art analytics applied to
soil and climate data, we believe that this work has a huge practical as well
as scientific value and that it was an important contribution to Syngenta Crop
Challenge.
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Figure 4.13: Improvement Q of portfolio optimisation approaches with different
values of YDT and PI. a) Local PI (YDT is varied, PI takes local values); b) Global
PI (YDT varied, PI fixed); c) Global PI (YDT fixed, PI varied).
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Figure 4.14: Regional distribution of selected soybean varieties. Distributions of
v̂1 - green, v̂2 - blue, v̂3 - red and v̂4 - brown.
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Chapter 5
Evolutionary Algorithms for Crop
Configuration Planning
Evolutionary computation is a field of machine learning, concerned with global
optimisation. It is directly inspired by biology, especially genetics, reproduction
and evolution. Evolutionary algorithms are population-based, trial and error
problem solvers, meaning that they construct a range of possible solutions, which
are all tried out. According to Darwinian principles, the fittest survive and their
genetics, or parameters in the non-biological context, are transferred to the offspring. In the creation of offspring population, techniques such as mutation,
crossover and selection are used to steer the algorithm out of local optima and
towards the global optimum.
Alan Turing, the father of modern computer science is also considered a pioneer of evolutionary computation. In the late 1940s he suggested the development of a ”learning machine”, which would simulate the process of evolution.
First concrete efforts were made shortly after by Nils Barricelli and Alex Fraser,
who wanted to emulate the process of biological evolution in a programmed environment [175, 176]. In the late 1950s Richard Friedberg used these principles
to develop a program which would adjust itself to fit the relationship between
the sample inputs and outputs, without being explicitly instructed how to do so
[177]. This was an important benchmark, as it was the first time that evolutionary algorithms were used out of the biological context, i.e. as a machine learning
tool.
Three different schools of evolutionary computation were found in the 1960s
(1-3) and another one somewhat later, in the late 1980s (4). Historically, they
lead the development in this area and dealt with separate classes of problems,
namely [178, 179, 180]:
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1. Evolutionary Programming (EP), led by Lawrence Fogel at University
College Los Angeles (UCLA). EP dealt with learning finite-state machines
for forecasting nonstationary time-series. Finite-state machines are evolved
by adding, removing and changing the initial state and changing the transition probabilities and output symbols.
2. Genetic Algorithms (GA), were conceptualised by George Friedman at
UCLA and later put into shape by John Holland at University of Michigan.
The goal of GA is to find a stable state of a system in a changing environment. They are based on binary strings of an arbitrary dimensionality
and were originally developed for solving the problem of liquid movement.
Later, they were successfully applied for optimising processor grids and
efficient coding.
3. Evolutionary Strategies (ES), led by Rechenberg at University of Berlin.
ES were developed as a tool for optimising the design of mechanical elements, such as jet turbines. Deriving from simple shapes they changed
the circumference, length and shape of the nozzle and reached the optimal
shapes that were rather unorthodox but had an excellent performance.
4. Genetic Programming (GP), led by Koza from Stanford University and
Goldberg from University of Illinois, Urbana-Champaign. GP is concerned
with automatic development of codes using programming languages with
tree-based representations, such as Lisp, and these tree-structures were extended, ”pruned” and fine-tuned to produce the desired outputs.
It was only in 1991 at the Parallel Problem Solving from Nature workshop
that they unified under the name of evolutionary computation. In the history of
evolutionary algorithms, there are numerous examples of their use, which often
triggered further innovation in space technology (antenna design), automotive
industry (engine design) and robotics (controlling).

5.1

Principles of Evolutionary Algorithms

Generally, evolutionary algorithms are based on a few principles which are embedded in more or less any of them. First of all, there are two classes of variables
in evolutionary computation - decision and objective variables. Decision variables
are those that can be chosen by the user and objective variables are those that
indicate how successful is the solution. For example, if we wish to design a car,
decision variables could include the size of the combustion chamber, number of
cylinders, width of tyres and size of the valves, while the objective variables are
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the outcome of the design and they could include car’s top speed, fuel consumption, price and responsiveness. Decision variables are grouped in can be thought
of as a string or a sequence of values. As is the case with genetics, there are operations performed on sequences of variables, presented a succeeding paragraph.
But first, the concept of population must be explained.
Evolutionary algorithms are population-based methods of global optimisation.
This means that multiple solutions are optimised in parallel, iteration by iteration.
The idea is to simultaneously search a wider area of the decision space and thus
provide a diversity of solutions. The diversity of solutions is extremely important
as it solves the problem of genetic drift, i.e. the case when the algorithm ends
up in a local optimum it cannot escape from. The concept of population was
criticised at first, for causing an unnecessary expenditure of processing time and
for letting the inferior members of the population survive [181]. However, these
inferior (sub-optimal) solutions are crucial, as their genetic material is sometimes
just what the algorithm needs to prevent the genetic drift and continue the search
in an area where better solutions can be found. This also illustrates the concept
of diversity preservation and why it has a central role in EAs.
Mutation. This operation changes variables randomly. Usually, a probability
of mutation is assigned to the variables [180]. This probability Pm is usually
defined as:
1
.
(5.1)
n
Therefore, on average, only one variable gets changed. In the case of binary
variables the value of this variable is flipped, while in the case of real-valued
variables there is a probability density function (PDF) for the output, usually
Gaussian [182], polynomial [183] and Cauchy [184]. The role of mutation is to
enable the algorithm to avoid genetic drift and continue the search in a different
part of the space, hopefully towards the global optimum. The trade-off with its
PDF is therefore, between fast convergence, that implies a peaky distribution,
and aiming for the global optimum, that implies heavy tails of the PDF.
Crossover. The idea behind crossover is to allow the good sequences found
in individual solutions to spread among the population. In binary problems, two
parents are selected and their sequences are cut at a particular place. The parts
are then mixed together to form two child solutions, as in Fig. 5.1.
When it comes to the real-valued variables, simulated binary crossover (SBX)
[185] is used. SBX is essentially the generalisation of the binary case, where hard
cuts are replaced with a probabilistic approach. Each child variable is assigned
a PDF, where the peaks in distribution correspond to parent values (Fig. 5.2).
Therefore, the child will most likely have a similar value as either of the parents
(blue and red points on Fig. 5.2), but still, there is some probability that the
value will be different.
Pm =
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Figure 5.1: Crossover. This operation swaps parts of parent solution to construct
children solutions.
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氀
搀瘀愀氀
甀攀
Figure 5.2: PDF of children values in the continuous crossover. Blue and red
points signify parent values, while the parameter ηc determines the peakiness of
the distribution [7].

Operations that change the length of the sequence. When dealing
with the class of problems where the length of the solution is not bounded, a
better solution could be obtained if the length is changed. Examples of this
class of problems include antenna or wind turbine optimisation and ANN design,
where the length of the elements is not pre-defined, which means that parts of
the sequence can be duplicated, deleted or extended.

5.2

Multi-Objective Evolutionary Algorithms

Modern Portfolio Theory is well-founded, it indeed gives good results and there
are standard methods and built-in libraries in various programming environments
for solving this class of problems. But, what happens when there are more then
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two objectives, which is very common in agriculture, as the farmer may want to
increase the yields, minimise the risk, but also to decrease the use of pesticides and
fertilisers, answer to the requirements of government policies and crop rotation
etc.?
It turns out that the problem of finding the efficient frontier in the case of more
than 2 objectives, cannot be solved within the framework of Modern Portfolio
Theory and the only way to reach the solution is by using evolutionary algorithms
(EAs).
Numerous multi-objective evolutionary algorithms (MOEA) were used since
the early 1990s for estimating the Pareto frontier, such as AR-1 Elitist MOEA
[186], PAES [187], SPEA [188] and NSGA-II [189]. However, these algorithms
fail when the number of variables is greater than 3 or 4. However, there are
many-objective evolutionary algorithms that solve problems with up to a dozen
objective variables. The two most popular ones are MOEA/D [190] and NSGAIII [191]. Although MOEA/D can give better results in some cases, NSGA-III is
proven to be more effective [191] and therefore it will be used in this research.
There are two goals an efficient MOEA aims to achieve. The first is fast
convergence. The algorithm needs to advance as fast as it can to the globally
optimal solution, i.e. achieve a satisfactory solution in reasonable number of
iterations. The second is diversity preservation. Especially in a multi-dimensional
case, Pareto front may be very non-linear and have plenty of local optima. To
prevent the genetic drift (ending up in a local optimum), a good MOEA needs
to have solutions in other parts of the search space, which may be necessary to
continue the search towards the global optimum. As there are finite number of
solutions in the population, there is a trade-off between these two goals and the
reason behind NSGA-III’s success is that it manages to balance between them
very well.
In the next paragraphs, NSGA-III will be thoroughly explained for the case
where the objectives are minimised. All other cases can be mapped onto this one,
as maximisation of an objective is the same as minimisation of the objective with
the minus sign.

5.3

NSGA-III

The key step in NSGA-III is the same as in its predecessors (NSGA I and II). It
consists of classification of solutions in Pareto fronts (Fig. 5.3).
This is achieved by comparison of the solutions through the prism of dominance. It is said that one solution dominates the other if it has more optimal
value of every objective function. If this is not the case, it is said that the solutions are non-dominated. For instance, solution A dominates solution F , because
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Figure 5.3: NSGA-III: Solutions classified into Pareto fronts [8].

it has lower values of both f1 and f2 , but solutions A and I are non-dominated,
as A has got a lower value of f1 and I has god a lower value of f2 .
Whereas in NSGA-I, every solution is checked for dominance with every other
solution in the formation of each Pareto front, NSGA-II reduces the complexity
using a book-keeping method. It compares all solutions to one another only once
after which a table of dominance is formed. For the example in Fig. 5.3, the
table looks like Fig 5.4a. In the first column all the solutions are listed, while
in the second column (Sp ), those solutions are listed, which are dominated by
the solution from the first column. The third column is the counter (np ) which
indicates the number of solutions dominated by the solution from the first column.
Those solutions that are not dominated by any other, i.e. for which np is 0, are
classified as the 1st Pareto front and deleted from the table. As they are deleted
one by one, np of solutions from Sp is decremented for 1. For example, when
solution A is deleted from the table (Fig 5.4b), np of F and J is decremented,
because there is no more A and they are thus dominated by one less solution.
When all of the solutions from the 1st Pareto front are removed from the table,
the next Pareto front is formed out of those solutions which are not dominated
by any other (for which np is 0). The process continues until all solutions are
classified into Pareto fronts.
The first step in NSGA-III is to take the parent population Pt in the current
iteration t and construct the children population Qt using mutation and crossover.
Those two populations are then joint in Rt and non-dominate classification is performed (classification in Pareto fronts), as explained in the previous paragraphs.
All Pareto fronts that can fit into the next parent population in full are copied.
This property of propagating optimal solutions into the next iteration is known
as elitism. The last Pareto front which cannot fit as a whole is analysed from
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Figure 5.4: NSGA-II: Classification of solutions into Pareto fronts.

the perspective of diversity preservation and those solutions that maximise the
diversity are propagated.
To check which solutions maximise the diversity, the objective space is first
divided into characteristic reference points. Reference points can be defined by
user according to some prior knowledge or preferences or can be structural, which
is more often the case. In order to concentrate reference points to the part of
objective space where solutions actually exist, the objectives are normalised first
according to the extreme solutions for each objective Fig. 5.5.
Next, the reference points are structurally determined, to cover the normalised
objective space Fig. 5.6.
The ideal point is also known as the utopia point and in that point all objectives
are minimal. Normalised hyperplane is the hyperplane on which the reference
points are structurally positioned and reference lines are those lines which start
from the ideal point and pass through reference points.
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Figure 5.5: Adaptive normalisation of the objective space.

Figure 5.6: Structural positioning of the reference points.

Each solution is assigned to the closest reference line, or rather the reference
point whose line it is closest to (Fig. 5.7).
This is done for all solutions which are directly propagated to the next iteration, i.e. all solutions from the first l − 1 Pareto fronts that are propagated in
the complete form. Next, niche count is calculated for all the reference points.
It is denoted with ρj and represents the number of solutions assigned to the reference point j. The underlying idea is that out of the Pareto front l that cannot
be propagated as a whole, those solutions are selected, that maximise diversity,
i.e. solutions assigned to those reference points which have the least niche count.
In this way the algorithm chooses both efficient solutions and those which are
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Figure 5.7: Assigning the solutions to reference lines.

located in a sparsely populated area.
Algorithmically, this is done by looping the following commands until all
spaces are filled.
1. Find reference point j with minimum ρj
2. If there exist solutions from the l-th Pareto front that are assigned to j,
choose the nearest one. Otherwise, skip j and proceed to the next reference
point with least niche count.
The number of solutions in the population is typically 100 and the number of
iterations is chosen according to the complexity and dimensionality of the problem
and the processing power of the computer/server. The algorithm was shown to
work for problems which have 10s, 100s or even millions of decision variables and
10 to 15 objective variables, which is more than enough for the problem solved
in this chapter.

5.4

Problem Definition

This problem was defined through the partnership of BioSense Institute, the research and development institute for information technologies in biosystems and
Krivaja DOO, a modern agricultural company with a huge interest in precision
agriculture. Krivaja is located in the northern Serbian province of Vojvodina and
has got around 70 fields. Vojvodina, along with parts of Ukraine and Russian is
one of the areas with the most fertile type of soil, i.e. the black soil, or chernozem.
Its climate is continental European with hot summers and cold winters. Springs
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and autumns carry the most precipitation, but in the past decade, the weather
was very unstable. There have been many dry and many rainy years and only a
few ordinary seasons. These rather unpredictable weather conditions pose a problem to agricultural producers and planning has become increasingly challenging.
Therefore, there is a need for smart crop configuration planning which would alleviate the sensitivity of the crop configuration to extreme weather events, disease
outbreaks and fluctuations on the global food market. There are 5 major crops
which are grown in the region: maize, wheat, sunflower, sugar beet and soy, but
there are dozens more sown on fertile Vojvodina soil. Even if we limit the search
to the 5 major ones, the problem of choosing the optimal crop for all fields is
combinatorially enormous. The size of the problem in terms of the number of
possible combinations is illustrated in Table 5.1.
Table 5.1: Illustration of the combinatorial complexity of crop configuration planning.

Number of fields
14
22
30
70
114

Number of combinations equal to:
Number of people on Earth
Number of ants on Earth
Number of stars in the Universe
Number of atoms in the Solar System
Number of atoms in the Universe

Although agronomic experts understand this problem very well, no human being can comprehend this number of possibilities. Moreover, there is a phenomenon
in psychology called the Paradox of Choice [192], which has been studied in the
recent years. The studies have shown that instead of helping the decision-maker,
increasing the number of options only makes the decision-making process harder
and may even cause regret or dissatisfaction with the outcome, however good it
is.
For this reason, we employed evolutionary algorithm to search through the
vast space of possibilities and give us only a few dominant strategies for crop
configuration, which a decision-maker can comprehend and can choose from based
on his or her aspirations.
Following goals were defined in cooperation with the agricultural producer,
which an optimal crop configuration should aim to achieve:
1. Profit maximisation. The goal of every company in any field is to be as
profitable as it can.
2. Reduction in the use of pesticide. In order to increase the quality of
produce and gradually transit towards a more organic production, agricultural companies, especially those involved in precision agriculture, tend to
reduce the amount of agrochemicals applied.
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3. Reduction in the use of fertiliser. As with the pesticides, the goal is
to decrease the environmental footprint and contribute to the shift towards
greener agriculture.
4. Answering to the requirements of crop rotation. In order to avoid
the spread of root diseases and soil degradation, performing crop rotation
is preferable among most farmers.
5. Grouping the fields with the same crop. It is practically more convenient to have neighbouring fields under the same crop, so that the equipment
and necessary production facilities could be used more efficiently, without
excess transportation costs.
6. Price risk minimisation. Market prices of produce are fluctuating and
having a crop configuration resilient to those fluctuations is very beneficiary.
7. Yield risk minimisation. Weather conditions in a season fit some crops
more and some less. The goal here is to choose the crop configuration,
whose yield (and consequently profit) is less sensitive to the weather.
An ideal crop configuration would optimise each one of the objectives, but this
is very unrealistic. Having all fields under sugar beet would certainly maximise the
profit, but sugar beet consumes a lot of nutrients from the soil, so the next year’s
yields would be greatly decreased. Wheat on the other hand does not drain out
the soil, but it is not very profitable. The optimal combination can only be found
within the framework of portfolio optimisation using multi-objective evolutionary
algorithms.
As Krivaja’s policy is not to plant sugar beet at all, we limited the problem
to 4 other major crops. The goal was to choose the optimal crop configuration
for 2018.

5.5

Data

The main dataset, provided by Krivaja DOO is subject to non-disclosure agreement (NDA), so we are legally prevented from presenting it in this thesis, other
than in aggregated or statistical form. There are 8 years of data in total and the
dataset includes the features shown in Table 5.2
There were two years with complete data (140 samples) and another 6 years
with incomplete data about machinery and labour costs and pesticide application,
804 samples in total. The number of fields changed from year to year and in some
years there were more than 70 of them. Fields used in the last growing season
(2016/2017) are shown in Fig. 5.8.
Another dataset that we had at disposal consisted of time-series of prices of
agricultural produce at a yearly resolution (Appendix B).
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Parcel information
Parcel
Parcel ID
Area
Total area of the parcel
GPS coordinates
Latitude and longitude of the parcel
Information about growing
Year
Growing season
Crop
Planted crop
Seed production
Regular/seed production
Variety
Hybrid/variety/cultivar
Previous crop
Past season’s crop
Raw material
Seed units
Number of seed units spent per ha
Manure
Amount of manure per ha
Fertiliser amount
kg of fertiliser per ha
Pesticide amount
litres of pesticide per ha
Machinery and labour costs
Tillage
Tillage costs per ha
Sowing
Sowing costs per ha
Fertiliser application
Fertiliser application costs per ha
Pesticide application
Pesticide application costs per ha
Irrigation
Irrigation water and pumps costs per ha
Harvest
Combine harvester costs per ha
Raw material costs
Seed
Cost of seeds per ha
Fertiliser
Cost of fertiliser per ha
Pesticide
Cost of pesticides per ha
Outputs
Yield
Yield in tons per ha
Price
Price at which the produce was sold
Revenue
Revenue acquired per ha
Table 5.2: List of features in the main dataset

5.6

Objectives

We separated the data into training and test datasets in such a way that the data
from 2009 to 2016 was included in the training dataset and data from 2017 in the
test dataset. The reason behind not applying leave-one-year-out method was that
the years 2016 and 2017 were the only years with complete data and testing the
algorithm for 2017 preserved the time causality. Technically, the objectives were
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Figure 5.8: Fields from the dataset.

calculated in the following way. We assumed that the company’s politics towards
the use of machinery and agrochemicals does not change between different fields
and between different years. This may not be an adequate assumption, since
some fields have e.g. lower quality soil and need more financial investments for
production. However, in the lack of more detailed data about the fields, this
assumption is justified.
The objectives were calculated in the following way.
1. Profit maximisation. The profit for a field i was calculated as:
Revenuei = yieldi × pricei × areai ;

(5.2)

L
Costsi = CostM
+ CostRM
;
i
i

(5.3)

P rof ittotal =

N
X

Revenuei − Costsi ;

(5.4)

i=1

where N is the total number of fields, M L stands for machinery and labour
and RM for raw materials. The value of prices for the next year were
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estimated using ARMA model (auto-regressive moving average), based on
the historical prices, given in Appendix B.
2. Reduction in the use of pesticide. This objective is calculated as the
cumulative amount of pesticide applied at all fields.

P esticidetotal =

N
X

P esticidei ;

(5.5)

i=1

3. Reduction in the use of fertiliser. This objective is calculated as the
cumulative amount of fertiliser applied at all fields.

F ertilisertotal =

N
X

F ertiliseri ;

(5.6)

i=1

4. Answering to the requirements of crop rotation. There are papers in
this area where crop rotation is also a constraint. Sometimes, the penalty for
planting crops in particular series is defined by experts [81]. This approach
may be valid in the absence of data, but here, the number of samples
was sufficient to at least approximately estimate the effect of different crop
rotations. Yields were normalised within every crop and the average yield
of a crop after another one was calculated (Table 5.3). The only hard
constraint imposed was forbidding the same crop to be planted two seasons
in a row.
Previous crop \crop
Wheat
Sunflower
Soya
Maize
Sugar beet

Wheat
-0.25
-0.11
-0.11
-1.44

Sunflower
-0.19
0.07
-1.10
0.32

Soya
-0.49
-0.10
0.77
0.00

Maize
-0.11
0.03
0.23
-0.25

Sugar beet
-0.10
0.16
-0.27
0.00
-

Table 5.3: The effect of crop rotation on normalised yield.

5. Grouping the fields with the same crop. This objective was implemented similar to the cost function in clustering algorithms (Eq. 5.7). The
centroids of each crop were located and the square distances were summed
for all fields, scaled by the area of each field, so that bigger farms would
contribute more and smaller less.

Costadjacency =

N
X
i=1
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d2i × areai ,

(5.7)
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where di is the distance of field i from the centroid of its crop.
6. Price risk minimisation. Market prices of produce are fluctuating and
having a crop configuration resilient to those fluctuations is very beneficiary.
A measure of resilience in this case is decorrelation of crops in terms of the
movement of their prices, which is achieved through minimisation of Eq.
5.8.

Riskprice =

N X
N
X

areai × areaj × cov[pricei , pricej ]

(5.8)

i=1 j=1

7. Yield risk minimisation. Weather conditions in a season fit some crops
more and some less. The goal here is to choose the crop configuration, whose
yield (and consequently profit) is less sensitive to the weather. Resilience
to weather is achieved through minimisation of covariances within the crop
configuration (Eq. 5.10).

Riskprice =

N X
N
X

areai × areaj × cov[yieldi , yieldj ]

(5.9)

i=1 j=1

5.7

Categorical Genetic Operators

Genetic operators are the driving force behind evolutionary algorithms. They
are responsible for altering the solutions and, consequently, they lead algorithm
towards more optimal regions of the search space. As mentioned in the previous
section, there are two operators which are used NSGA-III, i.e. mutation and
crossover. So far, they have been applied only on two types of problems, those
based on binary and those based on real-valued variables. In the case of crop
configuration planning, however, variables are categorical. A variable indicates
whether sunflower, maize or wheat should be planted on a field and it cannot be
mapped onto a binary or real value, as there is no metric that could adequately
align categories on a single dimension. Therefore, in this thesis categorical operators were developed.

5.7.1

Categorical Mutation

The purpose of mutation is to take the algorithm out of local minima. Crossover
can change the solutions, but the variables can end up exchanging values from
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Figure 5.9: Polynomial probability density function for different parameters of
ηm , where the parent value is denoted with the blue dot.

a limited set between one another. Mutation introduces randomness to the algorithm and sometimes a new value of a decision variable is what is needed to
avoid the genetic drift. In NSGA-III polynomial PDF is used for mutation 5.9.
In this thesis we propose a novel method of categorical mutation which also
uses the polynomial PDF and thus aims to give a higher probability to categories
similar to the category in the parent solution. Firstly, objective functions for
each category are calculated for this particular field. Those are: average pesticide requirement, average fertiliser requirement, cost of crop rotation, correlation
between the price of parent solution’s category with the proposed child solution’s
category and correlation between the yield of parent solution’s category with the
proposed child solution’s category. Note that the correlations between yields and
prices were used instead of the absolute values of the yield and prices. The first
reason for this is that yields of different crops are not comparable, since they have
a different price. We could have used profit instead of yield and price, but having
two fundamental random variables that explain a complex system is better than
having one derived from these two. The second reason is that optimising the
profit would always lead to more profitable solutions, which are not necessarily
more optimal. In this way, the algorithm is forced to make gradual changes that
hopefully lead to the global optimum.
Another point that should be made is related to the cost of crop rotation. It
is dependent on the crop planted on the field in the previous year and hence the
probability of transition between any two crops is location-dependent.
The categories can now be shown in a multi-dimensional objective space as in
Fig. 5.10.
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Figure 5.10: Categories in multi-dimensional objective space.

Blue circle depicts the parent solution’s category, while other categories are
depicted in grey, green, yellow and red. The arrows show Euclidean distances
between parent and children solution’s categories and these distances are denoted
with di . Distances are used in the normalised form, so that they cover the whole
span of possible values. If normalisation was not performed, there would have
been a problem with objectives, whose values may differ for a few orders of
magnitude from one to the other.
The logic behind this approach of assigning probabilities to categories is exactly the same as in the case with real values. Categories closer to the parent’s
category are chosen with a higher probability than those further away. As there
are no negative distances, probability distribution is one-sided and follows the
formula below (Eq. 5.10).
P̂ (ci ) = 1 − dm
i ,

(5.10)

where ci denotes the category i, di is the distance from this category to the
parent solution’s category and m is the mutation power, which is an adjustable
parameter and indicates the peakiness of the distribution. Variable P̂ is actually
only the relative probability of categories and needs to be normalised to sum up
to 1. For the example in the Fig. 5.10 the PDF is shown on the histogram in
Fig. 5.11.
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Figure 5.11: Categories closer to the parent’s category are more likely to be
selected.

5.7.2

Categorical Crossover

Crossover is the second operator which needed to be developed for performing the
evolutionary algorithm on categorical variables. The first step, as with mutation,
was to find the coordinates of categories in the multi-dimensional objective space.
Next, the goal was to map the multi-dimensional problem onto one dimension for
which the operator’s PDF had already been set. In the case of mutation, the
mapping was performed using Euclidean distance between the input and the
output category. In the case of crossover, we needed to find the relative distance
of a child category from the parent categories. This was done by projecting the
children categories onto the line connecting parent categories, as in Fig. 5.12.
Now the probability could be assigned to every category according to the
standard crossover PDF (SBX), as in Fig. 5.13.
Note that the potential children categories do not need to be between parent
categories. An example for that would be taking crop0 and crop3 as parents and
crop4 as a child in Fig. 5.12, where crop4 would not be projected between the
parents. This is, however, not a problem, since the PDF is defined outside the
parent values as well.
In the next step, values of probabilities are drawn from the distribution in
Fig. 5.13 and normalised to sum up to 1. This leads to the PDF in the form of
a histogram, where each bin denotes the probability of a category (Fig. 5.14).
Again, as the crop rotation cost depends on the previous crop, the coordinates
of categories, and thus the probabilities, are location-dependent. Another thing
to note is that deriving coordinates associated to the yield and price correlation
are more complex in the case of crossover than in the case of mutation. Crossover
is based on two input categories (one from each parent), while mutation has just
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Figure 5.12: Categories in multi-dimensional objective space projected on the
line connecting parent categories.
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Figure 5.13: Categories in multi-dimensional objective space projected on the
line connecting parent categories.

one input category and for this reason, there are two features for yield correlation.
The first indicates the correlation between yields of child and mother categories
and the other indicates correlation between yields of child and father categories.
The situation is the same for the price correlation, where two features indicate the
correlation of prices between child and mother and child and father categories,
respectively. For the average pesticide and fertiliser requirement and cost of crop
rotation, calculations were exactly the same.
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Figure 5.14: Categories in multi-dimensional objective space projected on the
line connecting parent categories.

5.8

Yield Scenarios

Similar to the approach followed in Chapter 4, we analysed yield scenarios. Predicting the yield for the next year is very demanding and rather inaccurate, due
to the unknown weather conditions, which have a decisive influence on it. Instead, we opted for the yield scenarios approach. Similar to climate, we analysed
crop growth as a random variable whose realisation are yields of all crops in one
year. We had a historical database of yields which we assumed are all equally
probable to reoccur the next year. Therefore, to estimate the value of profit, we
first estimated it for every yield scenario. Then, to get the expected profit of the
crop configuration in the next year, we simply took the mean value of it through
all scenarios.

5.9

Results

The algorithm was trained on the data from 2009 to 2016 and validated on 2017.
Yields were extrapolated for 2017 using linear interpolation, to better model the
real case.
100 members of the population were initialised randomly and the algorithm
was initiated. The number of iterations was set to 500, which lasted for 4 to 5
hours on a regular PC. As there are more than three objectives, it is impossible to
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plot solutions in the multi-dimensional space. Hence, we grouped the objectives
into three categories, where we summed them up. Namely:
1. Profit. Here, profit was the only variable.
2. Risk. This axis consists of the sum of price and yield risk.
3. Environmental impact. This axis consists of cummulative agro-chemicals
used for the production (fertilisers + pesticides).

倀爀
漀昀
椀
琀

Although optimised, field grouping and crop rotation are not shown in any
axes. The solutions in all iterations are shown in Fig. 5.15.

䔀渀瘀
⸀
椀
洀瀀愀挀琀

刀椀
猀欀

Figure 5.15: Solutions in all iterations. Only three most important axes are
shown. Solutions from first to last generation are shown with colours ranging from
blue to red.

As profit and risk are the most important features, they were chosen to illustrate the convergence of the algorithm. Solutions in different iterations were
drawn in a specific heatmap, so that the earlier solutions are shown in colder and
later solutions in hotter colours (Fig. 5.16).
It can be seen that as the algorithm progresses through iteration, the profit is
increasing and the area covered by solutions is narrowing down to the solutions
with good Sharpe ratio (ratio between profit and risk).
Characteristic solutions are shown in Fig. 5.17. Green lines denote the strategy proposed by the agronomic expert. All solutions above the horizontal green
line have a higher profit and all solutions left from the vertical green line have a
lower risk.
There are three characteristic strategies for crop configuration.
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Figure 5.16: Convergence in proft-risk space. Solutions from first to last generation are shown with colours ranging from blue to red.

1. Max profit. This is the solution that optimises the profit without concern
for other objectives.
2. Min risk. This solution has minimal risk, while profit is not taken into
account.
3. Sharpe. This solution has the best profit/risk ratio.
The results characteristic strategies are given in Table 5.4
Table 5.4: Results of characteristic strategies in terms of profit and risk.

Strategy
Max Profit
Min Risk
Sharpe

Profit
+60.5 %
+33.4 %
+60.2 %
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Risk
-9.6 %
-15.2 %
-10.7 %
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Figure 5.17: Solutions in the final iteration. Characteristic solutions are shown
with points, while the risk and the profit of the current strategy are shown using
green lines.

5.10

Discussion

We showed that using NSGA-III applied in the case of categorical decision variables, such as the planted crop, can yield good results. The yield could be increased for as much as 60 %, while still having the risk lowered for almost 10 %.
Also, it was shown that farmers can decrease the risk of production for 15 %,
while still having the profit increased for 33 %. These results are very significant
and leave farmer the opportunity to decide what crops will be planted according
to his or her own risk averseness. As iterations went on, solutions gave better
and better results in every objective. Rather than giving the farmer all Paretooptimal solutions, i.e. the whole efficient frontier, we chose three characteristic
strategies which he or she could choose. The reason for this is human inability
to deal with a big number of possibilities, a phenomenon known in psychology
as the paradox of choice. Instead, we chose three most effective solutions from
an objective point of view, which the decision-maker can comprehend and he or
she can then make a decision based on prior knowledge, business strategy of the
company or even intuition. All of these strategies were shown to be more optimal
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than the strategy proposed by an human expert. This is not surprising, concerning the size of the combinatorial problem, which is measured not in billions or
trillions, but in units such as quindecillions (1048 ) or sexdecillions (1051 ).
As the problem of optimising the crop configuration is very complex and consists of many sub-problems, it could be improved in many ways. Firstly, the
dataset can be improved by adding weather features. These features can be cumulative measurements of temperature, rainfall or solar radiance, but can also
be some other features derived using domain knowledge in the fields of agronomy
and meteorology. Soil features could also be added using local soil maps or global
soil information, such as SoilGrids. Secondly, price estimation for the next year
can be determined in perhaps a more precise way, using techniques more complex
than linear and quadratic extrapolation. Initialisation of the evolutionary algorithm could also save processing time and lead to a more effective search. For
example, expert solutions, which are certainly better than random ones, could
be the starting point. Another important issue that should be addressed is that
this algorithm searches for an optimal crop configuration only for the next year.
Providing optimal series of crop configuration could also be useful, so that the
farmer can better prepare for the next few years in advance. The algorithm
for crop configuration optimisation presented in this chapter did not encompass
any yield prediction model. This is perhaps the element with the most room
for improvement. There are two options for this - either to use a crop growth
model, or to apply a data-driven model using machine learning, such as weighted
histograms regression.
In practice, there is always the problem of acceptance of new technologies
in the agricultural community. There is always a degree of suspicion towards
innovations that stand out of the traditional practice. Nevertheless, there are
ways to make the transition gradual, by introducing constraints. NSGA-III allows
having constraints in both objective and decision space. This could be utilised in
the following manner:
1. The farmer could be asked to provide a crop configuration based on the
strategy of the agronomic expert. The constraints would then be set up to
allow altering only e.g. 10% of the fields. In this way an optimum would
be sought after in a distinct region of the decision space.
2. Farmers often choose to plant crops in certain proportion (e.g. 20% of
wheat, 30% of maize...). This is determined upon farmer’s intuition and
the limited mechanisation, which may not be sufficient to cultivate a single
crop on all fields, as the planting and harvest dates are close to one another.
A possible solution could be that the proportion of each crop is altered for
±5% (i.e. 15-25% of wheat, 25-35% of maize...). This would also narrow
down the search space and deliver a meaningful and acceptable solution for
the farmer.
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Although there are plenty of suggestions for improvement of the model, in
this chapter we set up the problem of crop configuration planning as a mathematical optimisation problem and proposed a modified evolutionary algorithm
for solving it. The results show that the expert’s crop configuration can be
greatly improved in terms of profit, risk, and all other objectives. Besides having
a scientific contribution in terms of providing a novel algorithm for categorical
evolutionary optimisation, this work has a huge innovative potential, to become
a game-changer in agricultural planning.
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Chapter 6
Conclusions
In this thesis we showed a few innovative applications of machine learning in
agriculture. Firstly, we proposed a novel general-purpose machine learning algorithm for regression, based on weighted histograms, and applied it in the use-case
of yield prediction. Yield prediction is one of the most important tasks in agriculture as it allows for better planning of costs and revenues, storage, transport
and other related activities. The algorithm achieved better accuracy than the
state-of-the-art machine learning algorithms and therefore shows promise for its
wider use, both in this and other areas.
The outputs of yield prediction were then applied in the problem of choosing
the optimal seed varieties for the soil and climate conditions of a field. We prove
that using this data in combination with Modern Portfolio Theory can improve
the yield for 5%. Although this may not sound like a significant increase, statistics
show that if this algorithm was applied in the US, the additional yield achieved
would be enough to feed a country the size of Mexico. Furthermore, such an
increase in yield is only possible by applying more fertiliser or pesticide and
investing in new machinery or irrigation systems. With our machine-learningbased method the additional investments are zero making it the most cost effective
method of increasing the yield. Also, from the environmental point of view,
this is by far the greenest way of increasing the yield, as no additional fuel or
agrochemicals are spent. Application of portfolio optimisation in this use-case was
only made possible by providing the necessary input in the form of predicted yields
and covariance matrix. The sparsity in the data did not allow the formation of
covariance matrix using historical data. Rather than imputing the missing values,
we proposed a method for calculation of covariances based on the predicted yields,
which proved to be successful.
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Besides optimising the problem of seed selection, which farmers are occupied
with at the beginning of every growing season, we optimised the problem from the
distribution perspective as well. First, we needed to predict the yield of each seed
variety in different parts of the region of interest, as only those varieties that grow
well in the area are indeed worth of selling. The research was mostly based on
weather. We observed climate as a random variable and took 15 historical weather
readings as realisations of the random variable. Then, we assumed that each of
these realisations is an equally probable scenario for the next year. Using machine
learning techniques, we predicted the yield of all available seed varieties in every
scenario and got an insight into which varieties grow well in particular climate
zones and on particular soil types. The output of the analysis was a decisionsupport system which recommended the shop owners which seed varieties and in
what amount should they have at their retail centres to effectively answer to the
demand of agricultural producers. This study also showed that decision-making
on a large scale is significantly more effective than local decision making. Namely,
if all of the farms in the region were managed by a central authority, the choice
of seeds for each farm could be made through the prism of portfolio optimisation,
thus increasing the yield for staggering 10%, again with no additional investments.
This may be also achieved through an insurance scheme, meaning that the results
of this thesis are practically useful for yet another stakeholder in the production
chain.
Lead by the success of smart seed selection, we expanded the research to the
choice of optimal crop for every field. Crop structure planning is a difficult task
that has so far been done by agronomic experts, based on their knowledge about
the growing conditions and suitability of various crops and their varieties. In this
thesis we gave a precise, data-driven answer to this problem, taking into account
a number of objectives. Crop structure planning is combinatorial in its nature,
meaning that the number of possibilities grows exponentially with the number of
fields. For 117 fields, which is not unusual for even medium-sized companies. the
number of combinations is equal to the number of atoms in the Universe and there
are companies which have thousands of fields in their portfolio. This is certainly
impossible to comprehend for any agronomic expert and in fact, the only way to
solve it is by using evolutionary algorithms. We set this up as an optimisation
problem in which we need to find the right trade-off between confronted objectives, such as profit, risk, raw material usage, grouping of fields under the same
crop etc. As state-of-the-art multi-objective evolutionary algorithms operate in
the domain of real values, we proposed innovative adjustments to make them
suitable for the categorical case. This proved to be very fruitful as the proposed
algorithm managed to increase the profit for as much as 64% with a small increase in risk or to decrease the risk for 8% while still having a 22% higher yield.
This again shows that improvements made in machine learning theory can have
a huge practical value and that the research in this area is valuable not only for
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scientific reasons, but also for increasing the food production and maintaining
food security in the years to come.
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Appendix A: Data Insights

Figure A1: Histogram of yield.
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Figure A2: Histogram of yield / check-yield ratio.

Figure A3: Histogram of years.
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Figure A4: Histogram of farms.

Figure A5: Histogram of varieties.
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Figure A6: Histogram of cation exchange capacity.

Figure A7: Histogram of organic matter content.
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Figure A8: Histogram of pH.

Figure A9: Histogram of clay content.
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Figure A10: Histogram of silt content.

Figure A11: Histogram of sand content.
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Figure A12: Histogram of cumulative temperature.

Figure A13: Histogram of cumulative precipitation.
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Figure A14: Histogram of cumulative solar radiation.

Figure A15: Histogram of the ”Area” parameter.
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Figure A16: Histogram of soil productivity index.

Figure A17: Box plot of yield throughout the years.
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Figure A18: Average yield on farms.

Figure A19: Average yield per variety.

109

Appendix B: Time-Series of Prices

2000
2001
2002
2003
2004
2005
2006
2007
2008
2009
2010
2011
2012
2013
2014
2015
2016
2017

Wheat
3.89
7.41
6.87
8.19
6.96
7.51
9.14
11.06
15.22
9.80
12.34
18.05
21.59
17.55
17.86
17.57
15.06
15.56

Maize Soybean Sunflower
4.57
8.25
6.26
8.71
13.46
11.91
5.57
13.06
12.02
6.82
13.02
12.00
9.02
12.30
11.48
6.46
16.67
14.77
7.47
15.92
15.07
12.24
23.20
25.64
9.84
24.47
23.37
8.92
25.59
15.33
13.49
28.43
35.79
17.05
33.17
30.66
20.82
59.62
51.51
16.03
43.65
24.75
14.10
37.91
26.74
15.18
38.31
36.67
15.14
37.64
30.68
14.71
41.17
35.50

Sugar beet
1.56
1.79
1.76
1.75
1.90
2.07
2.41
2.42
2.67
2.61
2.51
3.87
4.52
4.56
3.49
3.24
4.07
4.14

Table B1: Time-series of prices in RSD/kg.
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